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Question: 1
What is the purpose of the command vagrant init?

A. It executes a provisioning tool in a running box.
B. It starts a Vagrant box.
C. Itcreates aVagrant configuration file.

D. Itinstalls Vagrant on a Linux host.

m

It downloads a Vagrant box.

Answer: C
Explanation:

The command vagrant init is used to initialize the current directory to be a Vagrant environment by creating an
initial Vagrantfile if one does not already exist1. The Vagrantfile contains the configuration settings for the
Vagrant box, such as the box name, box URL, network settings, synced folders, provisioners, etc. The command
vagrant init does not execute any provisioning tool, start any box, install Vagrant on a Linux host, or download
any box. Those actions are performed by other Vagrant commands, such as vagrant provision, vagrant up,

vagrant install, and vagrant box add, respectively. Reference:

1: vagrant init - Command-Line Interface | Vagrant | HashiCorp Developer

Question: 2
In order to use the option dom0_mem to limit the amount of memory assigned to the Xen Domain-0, where

must this option be specified?

A. In the bootloader configuration, when Xen is booted.

B. Inany of Xen’s global configuration files.

C. Inits.config file, when the Domain-0 kernel is built.

D. Inthe configuration file /etc/xen/Domain-0.cfg, when Xen starts.

E. Inits Makefile, when Xen is built.

Answer: A
Explanation:

The option dom0_mem is used to set the initial and maximum memory size of the Domain-0, which is the
privileged domain that starts first and manages the unprivileged domains (DomuU) in Xen. The option
dom0_mem must be specified in the bootloader configuration, such as GRUB or GRUB2, when Xen is booted.
This ensures that the Domain-0 kernel can allocate memory for storing memory metadata and network related
parameters based on the boot time amount of memory. If the option domO_mem is not specified in the



bootloader configuration, the Domain-0 will use all the available memory on the host system by default, which
may cause performance and security issues.

Reference:

Managing Xen DomQ’s CPU and Memory
Xen Project Best Practices

Dom0 Memory — Where It Has Not Gone

Question: 3
Which functionality is provided by Vagrant as well as by Docker? (Choose three.)

A. Both can share directories from the host file system to a guest.

B. Both start system images as containers instead of virtual machines by default.
C. Both can download required base images.

D. Both can apply changes to a base image.

E. Both start system images as virtual machines instead of containers bv default.

Answer: A, C, D

Explanation:

Both Vagrant and Docker can share directories from the host file system to a guest. This allows the guest to
access files and folders from the host without copying them. Vagrant uses the config.vm.synced_folder option

in the Vagrantfile to specify the shared folders1. Docker uses the -v Or --volume flag in the docker run
command to mount a host directory as a data volume in the container2.

Both Vagrant and Docker can download required base images. Base images are the starting point for creating a
guest environment. Vagrant uses the config.vm.box option in the Vagrantfile to specify the base image to
usel. Docker uses the FROM instruction in the Dockerfile to specify the base image to use2. Both Vagrant and

Docker can download base images from public repositories or local sources.

Both Vagrant and Docker can apply changes to a base image. Changes are modifications or additions to the
base image that customize the guest environment. Vagrant uses provisioners to run scripts or commands on
the guest after it is booted1. Docker uses instructions in the Dockerfile to execute commands on the base
image and create a new image2. Both Vagrant and Docker can save the changes to a new image or

discard them after the guest is destroyed.

Vagrant and Docker differ in how they start system images. Vagrant starts system images as virtual machines
by default, using a provider such as VirtualBox, VMware, or Hyper-V1. Docker starts system images as
containers by default, using the native containerization functionality on macOS, Linux, and Windows2.
Containers are generally more lightweight and faster than virtual machines, but less secure and flexible.



Reference: 1: Vagrant vs. Docker | Vagrant | HashiCorp Developer 2: Vagrant vs Docker: Which Is Right for
You? (Could Be Both) - Kinsta® Web Development Tools

Question: 4
What is the default provider of Vagrant?

A. Ixc
B. hyperv

C. virtualbox

D. vmware_workstation

E. docker

Answer: C
Explanation:

Vagrant is a tool that allows users to create and configure lightweight, reproducible, and portable
development environments. Vagrant supports multiple providers, which are the backends that Vagrant uses to
create and manage the virtual machines. By default, VirtualBox is the default provider for Vagrant. VirtualBox
is still the most accessible platform to use Vagrant: it is free, crossplatform, and has been supported by
Vagrant for years. With VirtualBox as the default provider, it provides the lowest friction for new users to get
started with Vagrant. However, users can also use other providers, such as VMware, Hyper-V, Docker, or LXC,
depending on their preferences and needs. To use another provider, users must install it as a Vagrant plugin
and specify it when running Vagrant commands. Users can also change the default provider by setting the
VAGRANT_DEFAULT _PROVIDER environmental variable. Reference:

Default Provider - Providers | Vagrant | HashiCorp Developerl
Providers | Vagrant | HashiCorp Developer?2

How To Set Default Vagrant Provider to Virtualbox3

Question: 5
In an laas cloud, what is a common method for provisioning new computing instances with an operating

system and software?

A. Each new instance is connected to the installation media of a Linux distribution and provides access to

the installer by logging in via SSH.

B. Each new instance is created based on an image file that contains the operating system as well as
software and default configuration for a given purpose.



C. Each new instance is a clone of another currently running instance that includes all the software, data
and state of the original instance.

D. Each new instance is connected via a VPN with the computer that started the provisioning and tries to

PXE boot from that machine.

E. Each new instance contains a minimal live system running from a virtual CD as the basis from which the
administrator deploys the target operating system.

Answer: B
Explanation:

In an laas cloud, the most common method for provisioning new computing instances is to use an image file
that contains a pre-installed operating system and software. This image file is also known as @ machine
image, a virtual appliance, or a template. The image file can be customized for a specific
purpose, such as a web server, a database server, or a development environment. The image file can be stored
in a repository or a library that is accessible by the cloud provider or the user. When a new instance is
requested, the cloud provider copies the image file to a virtual disk and attaches it to the instance. The
instance then boots from the virtual disk and runs the operating system and software from the image file. This
method is faster and more efficient than installing the operating system and software from scratch for each

new instance. It also ensures consistency and reliability across multiple instances that use the same
image file. Reference:

LPI Virtualization and Containerization Exam Objectives, Topic 305.1: Virtualization Concepts and Theory,
Objective: Describe the concept of machine images and templates

LPI Virtualization and Containerization Study Guide, Chapter 1: Virtualization Concepts and Theory, Section:
Machine Images and Templates

LPI'LPIC-3 305 Certification Sample Questions and Practice Exam, Question 10: In an laaS cloud, what

is a common method for provisioning new computing instances with an operating system and software?

Question: 6

Which command within virsh lists the virtual machines that are running on the current host?
A lview

B. list-vm

C. list

D. show

list-all

m



Answer: C
Explanation:

The command virsh list is used to list all running domains (VMs) on the current host. The command virsh list --
all can be used to list both active and inactive domains. The other options are not valid virsh commands. The
command virsh list is a basic command that lists all running domains (VMs). You can also list all configured
VMs by adding the --all option. This is useful if you want to see all VMs configured in the target hypervisor that
you can use on subsequent commands1. Reference:

1: 8 Linux virsh subcommands for managing VMs on the command line | Enable Sysadmin.

Question: 7
What is the purpose of cloud-init?

A. Replace common Linux inic systems, such as systemd or SysV init.

B. Assign an laaS instance to a specific computing node within a cloud.

C. Standardize the configuration of infrastructure services, such as load balancers or virtual firewalls in a

cloud.
D. Orchestrate the creation and start of multiple related laa$S instances.

E. Prepare the generic image of an laaS instance to fit a specific instance's configuration.

Answer: E
Explanation:

Cloud-init is a tool that processes configurations and runs through five stages during the initial boot of Linux

VMs in a cloud. It allows users to customize a Linux VM as it boots for the first time, by
applying user data to the instance. User data can include scripts, commands, packages, files, users, groups, SSH
keys, and more. Cloud-init can also interact with various cloud platforms and services, such as Azure, AWS,
OpensStack, and others. The purpose of cloud-init is to prepare the generic image of an laaS instance to fit a

specific instance’s configuration, such as hostname, network, security, and application settings.

Reference:
Cloud-init - The standard for customising cloud instances
Understanding cloud-init - Azure Virtual Machines

Tutorial - Customize a Linux VM with cloud-init in Azure - Azure Virtual Machines

Question: 8
What is the purpose of the packer inspect subcommand?



A. Retrieve files from an existing Packer image.

B. Execute commands within a running instance of a Packer image.

C. List the artifacts created during the build process of a Packer image.
D. Show usage statistics of a Packer image.

E. Display an overview of the configuration contained in a Packer template.

Answer: E
Explanation:

The purpose of the packer inspect subcommand is to display an overview of the configuration contained in a
Packer templatel. A Packer template is a file that defines the various components a Packer build requires,
such as variables, sources, provisioners, and post-processors2. The packer inspect subcommand can help you
quickly learn about a template without having to dive into the HCL (HashiCorp Configuration Language) itself1.
The subcommand will tell you things like what variables a template accepts, the sources it defines, the

provisioners it defines and the order they’ll run, and morel.
The other options are not correct because:

A) Retrieve files from an existing Packer image. This is not the purpose of the packer inspect subcommand.
To retrieve files from an existing Packer image, you need to use the packer scp subcommand, which copies
files from a running instance of a Packer image to your local machine2.

B) Execute commands within a running instance of a Packer image. This is not the purpose of the

packer inspect subcommand. To execute commands within a running instance of a Packer image, you need to

use the packer ssh subcommand, which connects to a running instance of a Packer image via SSH and runs

the specified command2.

C) List the artifacts created during the build process of a Packer image. This is not the purpose of the packer
inspect subcommand. To list the artifacts created during the build process of a Packer image, you need to use
the packer build subcommand with the -machine-readable flag, which outputs the build information in a
machine-friendly format that includes the artifact details2.

D) Show usage statistics of a Packer image. This is not the purpose of the packer inspect

subcommand. To show usage statistics of a Packer image, you need to use the packer console subcommand
with the -stat flag, which launches an interactive console that allows you to inspect and modify variables,
sources, and functions, and displays the usage statistics of the current session2. Reference: 1: packer inspect -

Commands | Packer | HashiCorp Developer 2: Commands | Packer | HashiCorp Developer

Question: 9
What is the purpose of capabilities in the context of container virtualization?



A. Map potentially dangerous system calls to an emulation layer provided by the container virtualization.
B. Restrict the disk space a container can consume.

C. Enable memory deduplication to cache files which exist in multiple containers.

D. Allow regular users to start containers with elevated permissions.

E. Prevent processes from performing actions which might infringe the container.

Answer: E
Explanation:

Capabilities are a way of implementing fine-grained access control in Linux. They are a set of flags that define
the privileges that a process can have. By default, a process inherits the capabilities of its parent, but some
capabilities can be dropped or added by the process itself or by the kernel. In the context of container
virtualization, capabilities are used to prevent processes from performing actions that might infringe the
container, such as accessing the host’s devices, mounting filesystems, changing the system time, or killing
other processes. Capabilities allow containers to run with a reduced set of privileges, enhancing the security
and isolation of the container environment. For example, Docker uses a default set of capabilities that are
granted to the processes running inside a container, and allows users to add or drop capabilities as needed12.
Reference:

Capabilities | Docker Documentationl

Linux Capabilities: Making Them Work in Containers2

Question: 10
Which directory is used by cloud-init to store status information and configuration information retrieved

from external sources?
A. /var/lib/cloud/

B. /etc/cloud-init/cache/
C. /proc/sys/cloud/
D. /tmp/.cloud/

E. /opt/cloud/var/

Answer: A
Explanation:

cloud-init uses the /var/lib/cloud/ directory to store status information and configuration information
retrieved from external sources, such as the cloud platform’s metadata service or user data files. The directory
contains subdirectories for different types of data, such as instance, data, handlers, scripts, and sem. The



instance subdirectory contains information specific to the current instance, such as the instance ID, the user
data, and the cloud-init configuration. The data subdirectory contains information about the data sources that
cloud-init detected and used. The handlers subdirectory contains information about the handlers that cloud-
init executed. The scripts subdirectory contains scripts that cloud-init runs at different stages of the boot
process, such as perinstance, per-boot, per-once, and vendor. The sem subdirectory contains semaphore files
that cloud- init uses to track the execution status of different modules and stages. Reference:

Configuring and managing cloud-init for RHEL 8 - Red Hat Customer Portal

vsphere - what is the linux file location where the cloud-init user ...

Question: 11

Which of the following statements are true about container-based virtualization? (Choose two.)
A. Each container runs its own operating system kernel.

B. Different containers may use different distributions of the same operating system.

C. Container-based virtualization relies on hardware support from the host system's CPU.

D. All containers run within the operating system kernel of the host system.

E. Linux does not support container-based virtualization because of missing kernel APIs.

Answer: B, D
Explanation:

Container-based virtualization is a method of operating system-level virtualization that allows multiple isolated
user spaces (containers) to run on the same host system1. Each container shares the same operating system
kernel as the host, but has its own file system, libraries, and processes2. Therefore, the statements A and C are
false, as containers do not run their own kernels or rely on hardware support from the CPU. The statement E is
also false, as Linux does support container-based virtualization through various technologies, such as cgroups,
namespaces, LXC, Docker, etc12. The statement B is true, as different containers may use different
distributions of the same operating system, such as Debian, Ubuntu, Fedora, etc., as long as they are
compatible with the host kernel3. The statement D is also true, as all containers run within the operating
system kernel of the host system, which provides isolation and resource management for them12. Reference:

1: Containerization (computing) - Wikipedia.
2:  What are containers? | Google Cloud.

3: What is Container-Based Virtualization? - StackHowTo.

Question: 12

How does Packer interact with system images?



A. Packer has to be installed within the target image and is executed during the image's first boot in order

to execute preparation tasks.

B. Packer installs a client within the image which has to be run periodically via cron in order to retrieve the

latest template from the Packer server and apply it locally.

C. Packer periodically connects through the network to the Packer daemons of all running Packer images in

order to re-apply the whole template to the running instance.

D. Packer downloads and extracts an image in order to make changes to the image's file system, repack the
modified image and upload it again.

E. Packer creates an instance based on a source image, prepares the instance through a network
connection and bundles the resulting instance as a new system image.

Answer: E
Explanation:

Packer is a tool that automates the creation of identical machine images for multiple platforms from a single
source configuration. Packer works by creating an instance based on a source image, which is

a pre-existing image that serves as a starting point. Packer then connects to the instance through a network
connection, such as SSH or WinRM, and runs various commands and scripts to install and configure software
within the instance. Packer then shuts down the instance and creates a new system image from it, which can
be used to launch new instances. Packer supports many platforms, such as AWS, Azure, VMware, Docker, and
others. Packer does not install any software or run any daemon within the target image, nor does it
periodically connect to the running instances to re-apply the template. Packer also does not modify the source

image directly, but creates a new image from the modified instance. Reference:
Packer by HashiCorp

HashiCorp Packer - Build Automated Machine Images

Introduction | Packer | HashiCorp Developer

Question: 13

After setting up a data container using the following command:

docker create -v /data --name datastore debian /bin/true

how is an additional new container started which shares the /data volume with the datastore container?



A. docker run --share-with datastore --name service debian bash

B. docker run -v datastore:/data --name service debian bash

C. docker run --volumes-from datastore --name service debian bash
D. docker run -v /data --name service debian bash

E. docker run --volume-backend datastore -v /data --name service debian bash

Answer: C
Explanation:

The correct way to start a new container that shares the /data volume with the datastore container is to use
the --volumes-from flag. This flag mounts all the defined volumes from the referenced containers. In this case,
the datastore container has a volume named /data, which is mounted in the service container at the same
path. The other options are incorrect because they either use invalid flags, such as --share-with or --volume-

backend, or they create new volumes instead of sharing the existing one, such as -v datastore:/data or

-v /data. Reference:
Docker Docs - Volumes

Stack Overflow - How to map volume paths using Docker’s --volumes-from?

Docker Docs - docker run

Question: 14

After creating a new Docker network using the following command:

docker network create --driver bridge isolated_nw

which parameter must be added to docker create in order to attach a container to the network?
A. --ethO=isolated nw

B. --alias=isolated nw

C. --ethernet=isolated nw

D. --network=isolated _nw

E. --attach=isolated nw

Answer: D
Explanation:



To attach a container to a network when creating it, the --network flag must be used with the name of the
network as the argument. The --network flag specifies the network mode for the container. By default, the
network mode is bridge, which means the container is connected to the default bridge network. However, if a
custom network is created, such as isolated_nw in this case, the container must be explicitly attached to it

using the --network flag. For example, to create a container named web1 and attach it to the
isolated_nw network, the command would be:

docker create --name web1 --network isolated_nw nginx

The other options are not valid parameters for docker create. The --eth0, --ethernet, and --attach flags do not
exist. The --alias flag is used to specify an additional network alias for the container on a user-defined network,
but it does not attach the container to the network. Reference:

docker network create | Docker Documentationl

docker create | Docker Documentation

Networking overview | Docker Docs2

Question: 15
FILL BLANK

What LXC command lists containers sorted by their CPU, block 1/0 or memory consumption? (Specify ONLY
the command without any path or parameters.)

Answer: Ixc-top
Explanation:

LXD supports the following network interface types for containers: macvlan, bridged, physical, sriov, and ovnl.
Macvlan creates a virtual interface on the host that is connected to the same network as the parent interface2.
Bridged connects the container to a network bridge that acts as a virtual switch3. Physical attaches the

container to a physical network interface on the host2. Ipsec and wifi are not valid network interface
types for LXD containers. Reference:

1. Bridge network - Canonical LXD documentation
2: How to create a network - Canonical LXD documentation

4: LXD containers and networking with static IP - Super User



Question: 16

Which of the following network interface types are valid in an LXD container configuration? (Choose three.)

A. ipsec
B. macvlan
C. bridged
D. physical
E. wifi
Answer: B, C,D
Explanation:

LXD supports the following network interface types in an LXD container configurationl:

macvlan: Creates a virtual interface on the host with a unique MAC address and attaches it to an existing
physical interface. This allows the container to have direct access to the physical network, but prevents
communication with the host and other containers on the same host2.

bridged: Connects the container to an existing bridge interface on the host. This allows the container to

communicate with the host and other containers on the same bridge, as well as the external network if the

bridge is connected to a physical interface3.

physical: Passes an existing physical interface on the host to the container. This allows the container to have
exclusive access to the physical network, but removes the interface from the host4.

The other network interface types, ipsec and wifi, are not valid in an LXD container configuration. Ipsec is a
protocol for secure communication over IP networks, not a network interface type. Wifi is a wireless
technology for connecting devices to a network, not a network interface type. Reference:

About networking - Canonical LXD documentation
Macvlan network - Canonical LXD documentation
Bridge network - Canonical LXD documentation

Physical network - Canonical LXD documentation

Question: 17

What happens when the following command is executed twice in succession?



docker run -tid -v data:/data debian bash

A. The container resulting from the second invocation can only read the content of /data/ and cannot

change it.

B. Each container is equipped with its own independent data volume, available at /data/ in the respective
container.

C. Both containers share the contents of the data volume, have full permissions to alter its content and
mutually see their respective changes.

D. The original content of the container image data is available in both containers, although changes stay
local within each container.

E. The second command invocation fails with an error stating that the volume data is already associated

with a running container.

Answer: C
Explanation:

The command docker run -tid -v data:/data debian bash creates and runs a new container from the debian
image, with an interactive terminal and a detached mode, and mounts a named volume data at /data in the
containerl2. If the volume data does not exist, it is created automatically3. If the command is executed twice
in succession, two containers are created and run, each with its own terminal and process ID, but they share
the same volume data. This means that both containers can access, modify, and see the contents of the data
volume, and any changes made by one container are reflected in the other container. Therefore, the

statement C is true and the correct answer. The statements A, B, D, and E are false and incorrect, as
they do not describe the behavior of the command or the volume correctly. Reference:

1: docker run | Docker Docs.
2. Docker run reference | Docker Docs - Docker Documentation.
3: Use volumes | Docker Documentation.

[4]: How to Use Docker Run Command with Examples - phoenixNAP.

Question: 18

What is the purpose of the kubelet service in Kubernetes?
A. Provide a command line interface to manage Kubernetes.

B. Build a container image as specified in a Dockerfile.



C. Manage permissions of users when interacting with the Kubernetes API.
D. Run containers on the worker nodes according to the Kubernetes configuration.

E. Store and replicate Kubernetes configuration data.

Answer: D
Explanation:

The purpose of the kubelet service in Kubernetes is to run containers on the worker nodes according to the
Kubernetes configuration. The kubelet is an agent or program that runs on each node and communicates with
the Kubernetes control plane. It receives a set of PodSpecs that describe the desired state of the pods that
should be running on the node, and ensures that the containers described in those PodSpecs are running and
healthy. The kubelet also reports the status of the node

and the pods back to the control plane. The kubelet does not manage containers that were not created by

Kubernetes. Reference:
Kubernetes Docs - kubelet

Learn Steps - What is kubelet and what it does: Basics on Kubernetes

Question: 19
If docker stack is to be used to run a Docker Compose file on a Docker Swarm, how are the images referenced
in the Docker Compose configuration made available on the Swarm nodes?

A. docker stack builds the images locally and copies them to only those Swarm nodes which run the service.

B. docker stack passes the images to the Swarm master which distributes the images to all other Swarm
nodes.

C. docker stack instructs the Swarm nodes to pull the images from a registry, although it does not upload

the images to the registry.
D. docker stack transfers the image from its local Docker cache to each Swarm node.

E. docker stack triggers the build process for the images on all nodes of the Swarm.

Answer: C
Explanation:

Docker stack is a command that allows users to deploy and manage a stack of services on a Docker Swarm
cluster. A stack is a group of interrelated services that share dependencies and can be orchestrated and scaled
together. A stack is typically defined by a Compose file, which is a YAML file that describes the services,
networks, volumes, and other resources of the stack. To use docker stack to run a Compose file on a Swarm,
the user must first create and initialize a Swarm cluster, which is a group of machines (nodes) that are running



the Docker Engine and are joined into a single entity. The Swarm cluster has one or more managers, which are
responsible for maintaining the cluster state and orchestrating the services, and one or more workers, which
are the nodes that run the services.

When the user runs docker stack deploy with a Compose file, the command parses the file and creates the
services as specified. However, docker stack does not build or upload the images referenced in the Compose
file to any registry. Instead, it instructs the Swarm nodes to pull the images from a registry, which can be the
public Docker Hub or a private registry. The user must ensure that the images are available in the registry
before deploying the stack, otherwise the deployment will fail. The user can use docker build and docker push
commands to create and upload the images to the registry, or use an automated build service such as Docker
Hub or GitHub Actions. The user must also make sure that the image names and tags in the Compose file
match the onesin

the registry, and that the Swarm nodes have access to the registry if it is private. By pulling

the images from a registry, docker stack ensures that the Swarm nodes have the same and latest version of
the images, and that the images are distributed across the cluster in an efficient way.

The other options are not correct. Docker stack does not build the images locally or on the Swarm nodes, nor
does it copy or transfer the images to the Swarm nodes. Docker stack also does not pass the images to the
Swarm master, as this would create a bottleneck and a single point of failure. Docker stack relies on the

registry as the source of truth for the images, and delegates the image pulling to the Swarm nodes.
Reference:

Deploy a stack to a swarm | Docker Docs1
docker stack deploy | Docker Docs2
docker build | Docker Docs3

docker push | Docker Docs4

Question: 20
FILL BLANK

What LXC command starts a new process within a running LXC container? (Specify ONLY the command
without any path or parameters.)

Answer: Ixc-attach
Explanation:



The Ixc-attach command allows the user to start a new process within a running LXC container12. It takes the
name of the container as an argument and optionally a command to execute inside the container. If no

command is specified, it creates a new shell inside the containerl. For example, to list all the files in the

home directory of a container named myContainer, one can use:

Ixc-attach -n myContainer —Is -lh /home
Reference:

1. Executing a command inside a running LXC - Unix & Linux Stack Exchange

Question: 21

Which of the following commands executes a command in a running LXC container?

A. Ixc-accach
B. Ixc-batch
C. Ixc-run
D. Ixc-enter
E. Ixc-eval
Answer: A
Explanation:

The command Ixc-attach is used to execute a command in a running LXC container. It allows the user to start a
process inside the container and attach to its standard input, output, and error streamsl. For example, the
command Ixc-attach -n mycontainer -- Is -lh /home will list all the files and directories in the /home directory
of the container named mycontainerl. The other options are not valid LXC commands. The command Ixc-batch
does not exist. The command Ixc-run is an alias for Ixc- start, which is used to start a container, not to execute
a command in it2. The command Ixc-enter is also an alias for Ixc-attach, but it is deprecated and should not be

used3. The command Ixc-eval is also not a valid LXC command. Reference:
1: Executing acommand inside a running LXC - Unix & Linux Stack Exchange.

2: Ixc-start: start a container. - SysTutorials.

3: Ixc-attach: start a process inside a running container. - SysTutorials.

Question: 22

Which of the following statements in a Dockerfile leads to a container which outputs hello world? (Choose

two.)

A. ENTRYPOINT "echo Hello World"



B. ENTRYPOINT [ "echo hello world™ ]
C. ENTRYPOINT [ "echo", "hello", "world" ]
D. ENTRYPOINT echo Hello World

E. ENTRYPOINT "echo", "Hello", "World*

Answer: B, C

Explanation:

The ENTRYPOINT instruction in a Dockerfile specifies the default command to run when a container is started
from the image. The ENTRYPOINT instruction can be written in two forms: exec form and shell form. The

exec form uses a JSON array to specify the command and its arguments, such as [
“executable”, “paraml”, “param2” ]. The shell form uses a single string to specify the command and its
arguments, such as “executable param1 param2”. The shell form is converted to the exec form by adding

/bin/sh - to the beginning of the command. Therefore, the following statements in a Dockerfile are
equivalent and will lead to a container that outputs hello world:

ENTRYPOINT [ “echo hello world” ] ENTRYPOINT [ “/bin/sh”, “-c”, “echo hello world” ] ENTRYPOINT “echo hello
world” ENTRYPOINT [ “echo”, “hello”, “world” ] ENTRYPOINT [ “/bin/sh”, “-c”, “echo”, “hello”, “world” ]
ENTRYPOINT “echo hello world”

The other statements in the question are invalid or incorrect. The statement A. ENTRYPOINT “echo Hello
World” is invalid because it uses double quotes to enclose the entire command, which is not allowed in the
shell form. The statement D. ENTRYPOINT echo Hello World is incorrect because it does not use quotes to
enclose the command, which is required in the shell form. The statement E. ENTRYPOINT “echo”, “Hello”,

“World” is invalid because it uses double quotes to separate the command and its arguments, which is
not allowed in the exec form. Reference:

Dockerfile reference | Docker Docs
Using the Dockerfile ENTRYPOINT and CMD Instructions - ATA Learning

Difference Between run, cmd and entrypoint in a Dockerfile

Question: 23

Which of the following statements are true regarding a Pod in Kubernetes? (Choose two.)
A. All containers of a Pod run on the same node.

B. Pods are always created automatically and cannot be explicitly configured.

C. APodis the smallest unit of workload Kubernetes can run.

D. When a Pod fails, Kubernetes restarts the Pod on another node by default.



E. systemd is used to manage individual Pods on the Kubernetes nodes.

Answer: A, C
Explanation:

A Pod in Kubernetes is a collection of one or more containers that share the same network and storage
resources, and a specification for how to run the containers. A Pod is the smallest unit of

workload Kubernetes can run, meaning that it cannot be divided into smaller units. Therefore, option C is
correct. All containers of a Pod run on the same node, which is the smallest unit of
computing hardware in Kubernetes. A node is a physical or virtual machine that hosts one or more Pods.
Therefore, option A is also correct. Pods are not always created automatically and cannot be explicitly
configured. Pods can be created manually using YAML or JSON files, or using commands like kubectl run or
kubectl create. Pods can also be created automatically by higher-level controllers, such as Deployment,

ReplicaSet, or StatefulSet. Therefore, option B is incorrect. When a Pod fails, Kubernetes does not restart the
Pod on another node by default. Pods are ephemeral by nature, meaning that they can be terminated or

deleted at any time. If a Pod is managed by a controller, the controller will create a new Pod to

replace the failed one, but it may not be on the same node. Therefore, option D is incorrect.
systemd is not used to manage individual Pods on the Kubernetes nodes. systemd is a system and service
manager for Linux operating systems that can start and stop services, such as docker or kubelet. However,
systemd does not interact with Pods directly. Pods are managed by the kubelet service, which is an agent that

runs on each node and communicates with the Kubernetes control plane. Therefore, option E is
incorrect. Reference:

Pods | Kubernetes

What is a Kubernetes pod? - Red Hat

What's the difference between a pod, a cluster, and a container?
What are Kubernetes Pods? | VMware Glossary

Kubernetes Node Vs. Pod Vs. Cluster: Key Differences - CloudZero

Question: 24
FILL BLANK

What is the default path to the Docker daemon configuration file on Linux? (Specify the full name of the file,
Including path.)



Answer:
/etc/docker/daemon.json

Explanation:

The default path to the Docker daemon configuration file on Linux is /etc/docker/daemon.json. This file is a
JSON file that contains the settings and options for the Docker daemon, which is the service

that runs on the host operating system and manages the containers, images, networks, and other Docker
resources. The /etc/docker/daemon.json file does not exist by default, but it can be created by the user to
customize the Docker daemon behavior. The file can also be specified by using the -config-file flag when

starting the Docker daemon. The file must be a valid JSON object and follow the Syntax and structure of
the dockerd reference docs12. Reference:

Docker daemon configuration file - Medium3

Docker daemon configuration overview | Docker Docs4

docker daemon | Docker Docs5

Question: 25
FILL BLANK

What command is used to run a process in a new Linux namespace? (Specify ONLY the command without
any path or parameters.)

Answer: unshare
Explanation:

The unshare command is used to run a process in a new Linux namespacel2. It takes one or more flags to
specify which namespaces to create or unshare from the parent process1. For example, to run a shell in a

new mount, network, and PID namespace, one can use:
unshare -mnp /bin/bash

Reference:

1: unshare(1) - Linux manual page - man7.org

2: A gentle introduction to namespaces in Linux - Packagecloud



Question: 26

Which of the following values would be valid in the FROM statement in a Dockerfile?

A. ubuntu:focal

B. docker://ubuntu: focal
C. registry:ubuntu:focal
D. file:/tmp/ubuntu/Dockerfile

E. http://docker.example.com/images/ubuntu-focal.iso

Answer: A
Explanation:

The FROM statement in a Dockerfile specifies the base image from which the subsequent instructions are

executedl. The value of the FROM statement can be either an image name, an image name with a tag, or

animage ID1. The image name can be either a repository name or a repository name with a
registry prefix2. For example, ubuntu is a repository name, and docker.io/ubuntu is a repository name with a
registry prefix2. The tag is an optional identifier that can be used to specify a particular version or variant of an
imagel. For example, ubuntu:focal refers to the image with the focal tag in the ubuntu repository2. The image

ID is a unique identifier that is automatically generated when an image is built or pulledl. For
example, sha256:9b0dafaadblcd1ld14e4db51bd0f4c0d56b6b55102982b2b7c637cal43ad605d2 is an image
ID3.

Therefore, the only valid value in the FROM statement among the given options is ubuntu:focal, which is an

image name with a tag. The other options are invalid because:

docker://ubuntu:focal is not a valid image name format. The docker:// prefix is used to specify a transport

protocol, not a registry prefix4.

registry:ubuntu:focal is not a valid image name format. The registry prefix should be a valid hostname or IP

address, not a generic term2.

file:/tmp/ubuntu/Dockerfile is not a valid image name format. The file: prefix is used to specify a local file
path, not an image nameb.

http://docker.example.com/images/ubuntu-focal.iso is not a valid image name format. The http:// prefix is
used to specify a web URL, not an image name5.

Reference:
1. Dockerfile reference | Docker Docs
2: docker - Using FROM statement in dockerfile - Stack Overflow

3: How to get the image id from a docker image - Stack Overflow



4: skopeo - Docker Registry v2 API tool - Linux Man Pages (1)

5:  How to build a Docker image from a local Dockerfile? - Stack Overflow

Question: 27
Which CPU flag indicates the hardware virtualization capability on an AMD CPU?

A. HVM
B. VIRT
c. SVM
D. PVM
E. VMX
Answer: C
Explanation:

The CPU flag that indicates the hardware virtualization capability on an AMD CPU is SVM. SVM stands for
Secure Virtual Machine, and it is a feature of AMD processors that enables the CPU to run virtual machines
with hardware assistance. SVM is also known as AMD-V, which is AMD’s brand name for its virtualization
technology. SVM allows the CPU to support a hypervisor, which is a software layer that creates and manages
virtual machines. A hypervisor can run multiple virtual machines on a single physical machine, each with its
own operating system and applications. SYM improves the performance and security of virtual machines by
allowing the CPU to directly execute privileged instructions and handle memory access, instead of relying on
software emulation or binary translation. SVM also provides nested virtualization, which is the ability to run a
virtual machine inside another virtual machine. To use SVM, the CPU must support it and the BIOS must
enable it. The user can check if the CPU supports SVM by looking for the svm flag in the
/proc/cpuinfo file or by using the Iscpu command. The user can also use the virt-host-validate command to

verify if the CPU and the BIOS are properly configured for hardware virtualization123. Reference:
How to check if CPU supports hardware virtualization (VT technology)1

Processor support - KYM3

How to Enable Virtualization in BIOS for Intel and AMD4

Question: 28

What is the purpose of a .dockerignore file?
A. Itlists files existing in a Docker image which should be excluded when building a derivative image.

B. It specifies files that Docker does not submit to the Docker daemon when building a Docker image



C. lItexists in the root file system of containers that should ignore volumes and ports provided by

Docker.

D. It must be placed in the top level directory of volumes that Docker should never attach automatically
to a container

E. It specifies which parts of a Dockerfile should be ignored when building a Docker image.

Answer: B
Explanation:

The purpose of a .dockerignore file is to specify files that Docker does not submit to the Docker daemon when
building a Docker image. A .dockerignore file is a text file that contains a list of files or directories that should
be excluded from the build context, which is the set of files and folders that are available for use in a
Dockerfile. By using a .dockerignore file, you can avoid sending files or directories that are large, contain
sensitive information, or are irrelevant to the Docker image to the daemon, which can improve the efficiency
and security of the build process. The other options are incorrect because they do not describe the function of
a .dockerignore file. Option A is wrong because a .dockerignore file does not affect the files existing in a
Docker image, but only the files sent to the daemon during the build. Option C is wrong because a
.dockerignore file does not exist in the root file system of containers, but in the same directory as the
Dockerfile. Option D is wrong because a .dockerignore file does not affect the volumes that Docker attaches to
a container, but only the files included in the build context. Option E is wrong because a .dockerignore file
does not affect the parts of a Dockerfile that are executed, but only the files available for use in a Dockerfile.

Reference:

What are .dockerignore files, and why you should use them?
Dockerfile reference | Docker Docs

How to use .dockerignore and its importance - Shisho Cloud

Question: 29

Which file in a cgroup directory contains the list of processes belonging to this cgroup?

A. pids
B. members
C. procs
D. casks

E. subjects



Answer: C

Explanation:

The file procs in a cgroup directory contains the list of processes belonging to this cgroup. Each line in the file
shows the PID of a process that is a member of the cgroup. A process can be moved to a
cgroup by writing its PID into the cgroup’s procs file. For example, to move the process with PID 24982 to

the cgroup cgl, the following command can be used: echo 24982 > /sys/fs/cgroup/cgl/procsl.
The file procs is different from the file tasks, which lists the threads belonging to the cgroup. The file procs can
be used to move all threads in a thread group at once, while the file tasks can be used to move

individual threads2. Reference:
Creating and organizing cgroups = cgroup?2 - GitHub Pages

Control Groups — The Linux Kernel documentation

Question: 30

What kind of virtualization is implemented by LXC?

A. System containers
B. Application containers

C. Hardware containers
D. CPUemulation

E. Paravirtualization

Answer: A
Explanation:

LXC implements system containers, which are a type of operating-system-level virtualization. System
containers allow running multiple isolated Linux systems on a single Linux control host, using a single Linux
kernel. System containers share the same kernel with the host and each other, but have their own file system,
libraries, and processes. System containers are different from application containers, which are designed to
run a single application or service in an isolated environment. Application containers are usually smaller and
more portable than system containers, but also more dependent on the host kernel and libraries. Hardware
containers, CPU emulation, and paravirtualization are not related to LXC, as they are different kinds of
virtualization methods that involve hardware abstraction, instruction translation, or modification of the guest
operating system. Reference:

1. LXC - Wikipedia



2: Linux Virtualization : Linux Containers (Ixc) - GeeksforGeeks

3: Features - Proxmox Virtual Environment

Question: 31
FILL BLANK

Which subcommand of virsh opens the XML configuration of a virtual network in an editor in order to make
changes to that configuration? (Specify ONLY the subcommand without any parameters.)

Answer: net-edit
Explanation:

The subcommand of virsh that opens the XML configuration of a virtual network in an editor in order to make
changes to that configuration is net-edit1. This subcommand takes the name or UUID of the network as a
parameter and opens the network XML file in the default editor, which is specified by the $EDITOR shell

variablel. The changes made to the network configuration are applied immediately after saving and
exiting the editorl.

Reference:

1: net-edit - libvirt.

Question: 32

Which of the following statements is true regarding networking with libvirt?

A. Libvirt's network functionality is limited to connecting virtual machines to a physical network interface

of the host system.

B. Libvirt assigns the same MAC address to all virtual machines and isolates their network interfaces at the

link layer.
C. Libvirt networks appear, by default, as standard Linux bridges in the host system.
D. Libvirt requires a dedicated network interface that may not be used by the host system.

E. Libvirt supports exactly one virtual network and connects all virtual machines to it.



Answer: C
Explanation:

Libvirt supports creating and managing various types of virtual networks that can be used to connect virtual
machines to each other or to the external network. One of the common types of virtual networks is the NAT-
based network, which uses network address translation (NAT) to allow virtual machines to access the outside
world through the host’s network interface. By default, libvirt creates a NAT-based network called ‘default’
when it is installed and started. This network appears as a standard Linux bridge device on the host system,
named virbr0. The bridge device has an IP address of 192.168.122.1/24 and acts as a gateway and a DHCP
server for the virtual machines connected to it. The bridge device also has iptables rules to forward and
masquerade the traffic from and to the virtual machines. The virtual machines connected to the ‘default’
network have their own IP addresses in the 192.168.122.0/24 range and their own MAC addresses generated
by libvirt. The virtual machines can communicate with each other, with the host, and with the external

network through the bridge device and the NAT mechanism12.

The other statements in the question are false regarding networking with libvirt. Libvirt's network functionality
is not limited to connecting virtual machines to a physical network interface of the host system. Libvirt can also
create isolated networks that do not have any connection to the outside world, or routed networks that use
static routes to connect virtual machines to the external network without NAT3. Libvirt does not assign the
same MAC address to all virtual machines and isolate their network interfaces at the link layer. Libvirt assigns a
unigue MAC address to each virtual machine and allows them to communicate with each other at the network
layer4. Libvirt does not require a dedicated network interface that may not be used by the host system. Libvirt
can share the host’s network interface with the virtual machines using NAT or bridging, or it can pass a
physical network interface to a virtual machine exclusively using PCI passthroughb. Libvirt does not support
exactly one virtual network and connect all virtual machines to it. Libvirt supports creating and managing

multiple virtual networks with different names and configurations, and connecting virtual machines to

different networks according to their needs6. Reference:
libvirt: Virtual Networking

libvirt: NAT forwarding (aka “virtual networks”)

libvirt: Routed network

libvirt: MAC address

libvirt: PCI passthrough of host network devices

[libvirt: Network XML format]

Question: 33

Which of the following are true regarding the CPU of a QEMU virtual machine? (Choose two.)

A. The CPU architecture of a QEMU virtual machine is independent of the host system's architecture.

B. Each QEMU virtual machine can only have one CPU with one core.



C. For each QEMU virtual machine, one dedicated physical CPU core must be reserved.
D. QEMU uses the concept of virtual CPUs to map the virtual machines to physical CPUs.

E. QEMU virtual machines support multiple virtual CPUs in order to run SMP systems.

Answer: A E
Explanation:

The CPU architecture of a QEMU virtual machine is independent of the host system’s architecture. QEMU can
emulate many CPU architectures, including x86, ARM, Alpha, and SPARC, regardless of the host system’s
architecturel. This allows QEMU to run guest operating systems that are not compatible with the host
system’s hardware. Therefore, option A is correct. QEMU virtual machines support multiple virtual CPUs in
order to run SMP systems. QEMU uses the concept of virtual CPUs (vCPUs) to map the virtual machines to
physical CPUs. Each vCPU is a thread that runs on a physical CPU core. QEMU allows the user to specify the
number of vCPUs and the CPU model for each virtual machine. QEMU can run SMP systems with multiple
vCPUs, as well as single-processor systems with one vCPU2. Therefore, option E is also correct. The other
options are incorrect because they do not describe the CPU of a QEMU virtual machine. Option B is wrong

because QEMU virtual machines can have more than one CPU with more than one core. Option C
is wrong because QEMU does not require a dedicated physical CPU core for each virtual machine.

QEMU can share the physical CPU cores among multiple virtual machines, depending on the load and the
scheduling policy. Option D is wrong because QEMU does not use the term CPU, but vCPU, to refer to the

virtual machines’ processors. Reference:

QEMU vs VirtualBox: What's the difference? - LinuxConfig.org
QEMU / KVM CPU model configuration — QEMU documentation
Introduction — QEMU documentation

Qemu/KVM Virtual Machines - Proxmox Virtual Environment

Question: 34

Which of the following statements about the command Ixc-checkpoint is correct?
A. Itcreates a clone of a container.

B. It doubles the memory consumption of the container.

O

It only works on stopped containers.

D. It writes the status of the container to a file.

E. Itcreates acontainer image based on an existing container.

Answer: D
Explanation:



The command Ixc-checkpoint is used to checkpoint and restore containers. Checkpointing a container means
saving the state of the container, including its memory, processes, file descriptors, and network connections,
to a file or a directory. Restoring a container means resuming the container from the saved state, as if it was
never stopped. Checkpointing and restoring containers can be useful for various purposes, such as live

migration, backup, debugging, or snapshotting. The command Ixc- checkpoint has the following syntax:
Ixc-checkpoint {-n name} {-D path} [-r] [-s] [-V] [-d] [-F]

The options are:

- nname: Specify the name of the container to checkpoint or restore.

- D path: Specify the path to the file or directory where the checkpoint data is dumped or restored.

- 1, --restore: Restore the checkpoint for the container, instead of dumping it. This option is incompatible
with -s.

- s, --stop: Optionally stop the container after dumping. This option is incompatible with -r.

- v, --verbose: Enable verbose criu logging. Only available when providing -r.

d, --daemon: Restore the container in the background (this is the default). Only available when providing
-I.

- F, --foreground: Restore the container in the foreground. Only available when providing -r.

The command Ixc-checkpoint uses the CRIU (Checkpoint/Restore In Userspace) tool to perform the checkpoint
and restore operations. CRIU is a software that can freeze a running application (or part of it) and checkpoint it

to a hard drive as a collection of files. It can then use the files to restore and run the application from the
point it was frozen at1.

The other statements about the command Ixc-checkpoint are not correct. It does not create a clone or an
image of a container, nor does it double the memory consumption of the container. It can work on both
running and stopped containers, depending on the options provided. Reference:

Linux Containers - LXC - Manpages - Ixc-checkpoint.12

Ixc-checkpoint(1) - Linux manual page - man7.org3

CRIU4

Question: 35

The command virsh vol-list vms returns the following error:

error: failed to get pool 'vms'

error: Storage pool not found: no storage pool with matching name ‘'vms'*



Given that the directory /vms exists, which of the following commands resolves this issue?
A. ddif=/dev/zero of=/vms bs=1 count=0 flags=name:vms

B. libvirt-poolctl new —name=/vms —type=dir —path=/vms

C. gemu-img pool vms:/vms

D. virsh pool-create-as vms dir --target /vms

E. touch /vms/.libvirtpool

Answer: D
Explanation:

The command virsh pool-create-as vms dir --target /vms creates and starts a transient storage pool named
vms of type dir with the target directory /vms12. This command resolves the issue of the storage pool not

found error, as it makes the existing directory /vms visible to libvirt as a storage pool. The other

commands are invalid because:

dd if=/dev/zero of=/vms bs=1 count=0 flags=name:vms is not a valid command syntax. The dd command does

not take a flags argument, and the output file /vms should be a regular file, not a directory3.

libvirt-poolctl new --name=/vms --type=dir --path=/vms is not a valid command name. There is no such

command as libvirt-poolctl in the libvirt package4.

gemu-img pool vms:/vms is not a valid command syntax. The gemu-img command does not have a pool
subcommand, and the vms:/vms argument is not a valid image specification5.

touch /vms/.libvirtpool is not a valid command to create a storage pool. The touch command only creates an
empty file, and the .libvirtpool file is not recognized by libvirt as a storage pool configuration
file6.

Reference:

1: virsh - difference between pool-define-as and pool-create-as - Stack Overflow

2. dd(1) - Linux manual page - man7.org

3. 12.3.3. Creating a Directory-based Storage Pool with virsh - Red Hat Customer Portal
4: libvirt - Linux Man Pages (3)

5. gemu-img(1) - Linux manual page - man7.org

6: touch(1) - Linux manual page - man7.org



Question: 36

Which of the following values are valid in the firmware attribute of a <os> element in a libvirt domain
definition? (Choose two.)

A. scsi
B. virtio
c. efi
D. bios
E. pcie
Answer: C, D
Explanation:

The firmware attribute of the <os> element in a libvirt domain definition specifies the type of firmware used to
boot the virtual machine. The valid values for this attribute are efi and bios, which correspond to the
Extensible Firmware Interface (EFI) and the Basic Input/Output System (BIOS) respectively. EFl is a newer
standard that supports more features and security than BIOS, such as Secure Boot and faster boot times. BIOS
is an older standard that is widely compatible and supported by most hypervisors and operating systems. The
other values, scsi, virtio, and pcie, are not related to firmware, but to different types of devices or drivers that
can be used in a virtual machine. Reference: 1 (search for firmware enum)

Question: 37
Which statement is true regarding the Linux kernel module that must be loaded in order to use QEMU with
hardware virtualization extensions?

A. It must be loaded into the kernel of the host system only if the console of a virtual machine will be
connected to a physical console of the host system



B. It must be loaded into the kernel of each virtual machine that will access files and directories from the host system'’s file

system.

C. It must be loaded into the Kernel of the host system in order to use the visualization extensions of the host system's CPU

D. It must be loaded into the kernel of the first virtual machine as it interacts with the QEMU bare metal hypervisor and is
required to trigger the start of additional virtual machines

E. It must be loaded into the kernel of each virtual machine to provide Para virtualization which is required by QEMU.

Answer: C
Explanation:

The Linux kernel module that must be loaded in order to use QEMU with hardware virtualization extensions is KVM (Kernel-based
Virtual Machine). KVM is a full virtualization solution that allows a user space program (such as QEMU) to utilize the hardware
virtualization features of various processors (such as Intel VT or AMD-V). KVM consists of a loadable kernel module, kvm.ko, that
provides the core virtualization infrastructure and a processor specific module, kvm-intel.ko or kvm- amd.ko. KVM must be loaded
into the kernel of the host system in order to use the virtualization extensions of the host system’s CPU. This enables QEMU to run
multiple virtual machines with unmodified Linux or Windows images, each with private virtualized hardware. KVM is integrated
with QEMU, so there is no need to load it into the kernel of each virtual machine or the first virtual machine. KVM also does not
require paravirtualization, which is a technique that modifies the guest operating system to communicate directly with the

hypervisor, bypassing the emulation layer. Reference:
Features/KVM - QEMU
Kernel-based Virtual Machine

KVM virtualization on Red Hat Enterprise Linux 8 (2023)

Question: 38

Which of the following mechanisms are used by LXC and Docker to create containers? (Choose three.)
A. Linux Capabilities

B. Kernel Namespaces

C. Control Groups

D. POSIXACLs
E. File System Permissions

Answer: A, B, C

Explanation:

LXC and Docker are both container technologies that use Linux kernel features to create isolated environments for running
applications. The main mechanisms that they use are:



Linux Capabilities: These are a set of privileges that can be assigned to processes to limit their access to certain system resources
or operations. For example, a process with the CAP_NET_ADMIN capability can perform network administration tasks, such as
creating or deleting network interfaces. Linux capabilities allow containers to run with reduced privileges, enhancing their

security and isolation.

Kernel Namespaces: These are a way of creating separate views of the system resources for different processes. For example, a
process in a mount namespace can have a different file system layout than the host or other namespaces. Kernel namespaces
allow containers to have their own network interfaces, process IDs, user IDs, and other resources, without interfering with the

host or other containers.

Control Groups: These are a way of grouping processes and applying resource limits and accounting to them. For example, a
control group can limit the amount of CPU, memory, disk I/0, or network bandwidth that a process or a group of processes can
use. Control groups allow containers to have a fair share of the system resources and prevent them from exhausting the host
resources.

POSIX ACLs and file system permissions are not mechanisms used by LXC and Docker to create containers. They are methods of
controlling the access to files and directories on a file system, which can be applied to any process, not just containers.

Reference:
LXC vs Docker: Which Container Platform Is Right for You?
LXC vs Docker: Why Docker is Better in 2023 | UpGuard

What is the Difference Between LXC, LXD and Docker Containers

Ixc - Which container implementation docker is using - Unix & Linux Stack Exchange

Question: 39

Which file format is used by libvirt to store configuration data?
A. INI-style text files

B. SQLite databases

C. XMLfiles

D. Java-like properties files

E. Text files containing key/value pairs

Answer: C
Explanation:

Libvirt uses XML files to store configuration data for objects in the libvirt API, such as domains, networks, storage, etc. This allows
for ease of extension in future releases and validation of documents prior to usage. Libvirt does not use any of the other file

formats listed in the question. Reference:



libvirt: XML Format

LPIC-3 Virtualization and Containerization: Topic 305.1: Virtualization Concepts and Theory

Question: 40

Which of the following statements is true regarding the following output of xl list:

Name ID Mem VCPUs State T

Domain-0 0O 1024 1 r ——-
Debran 2 1024
Ubuntu € 1024
Cent0S 7 2048

N R R
|
o
|
|

A. Both Debian and Ubuntu require xI commands to start running.

B. The domain with ID 2 uses Para virtualization.

C. CentOS is the domain which has consumed the most CPU time.

D. Ubuntuisidle or waiting for 1/0.

E. Itis necessary to use the xl command to change Ubuntu’s state to running.

Answer: D
Explanation:

The output of xI list shows the state of the domains. The domain with ID 6, Ubuntu, has a state of “b—". This means that
the domain is blocked, which means it is idle or waiting for 1/0.

https://xenbits.xen.org/docs/unstable/man/xl.1.html

Question: 41

What is true about containerd?

A. Itis atext file format defining the build process of containers.



B. Itrunsin each Docker container and provides DHCP client functionality
C. Ituses rune to start containers on a container host.

D. Itistheinitial process run at the start of any Docker container.

m

It requires the Docker engine and Docker CLI to be installed.

Answer: C
Explanation:

Containerd is an industry-standard container runtime that uses Runc (a low-level container runtime) by default, but can be
configured to use others as well1. Containerd manages the complete container lifecycle of its host system, from image transfer
and storage to container execution and supervisionl. It supports the standards established by the Open Container Initiative
(OCI)1. Containerd does not require the Docker engine and Docker CLI to be installed, as it can be used independently or with
other container platforms2. Containerd is not a text file format, nor does it run in each Docker container or provide DHCP client
functionality. Containerd is not the initial process run at the start of any Docker container, as that is the role of the container
runtime, such as Runc3. Reference: 1 (search for “containerd”), 2 (search for “Containerd is an open source”), 3 (search for “It

uses rune to start containers”).

Question: 42

Which of the following resources can be limited by libvirt for a KYM domain? (Choose two.)
A.  Amount of CPU lime
B. Size of available memory

C. File systems allowed in the domain

D. Number of running processes

E. Number of available files

Answer: A, B
Explanation:

Libvirt is a toolkit that provides a common API for managing different virtualization technologies, such as KVM, Xen, LXC, and
others. Libvirt allows users to configure and control various aspects of a virtual machine (also called a domain), such as its CPU,

memory, disk, network, and other resources. Among the resources that can be limited by libvirt for a KVM domain
are:

Amount of CPU time: Libvirt allows users to specify the number of virtual CPUs (vCPUs) that a domain can use, as well as the CPU
mode, model, topology, and tuning parameters. Users can also set the CPU shares, quota, and period to control the relative or
absolute amount of CPU time that a domain can consume. Additionally, users can pin vCPUs to physical CPUs or NUMA nodes to

improve performance and isolation. These settings can be configured in the domain XML file under the <cpu> and <cputune>

elements12.



Size of available memory: Libvirt allows users to specify the amount of memory that a domain can use, as well as the memory
backing, tuning, and NUMA node parameters. Users can also set the memory hard and soft limits, swap hard limit, and minimum
guarantee to control the memory allocation and reclaim policies for a domain. These settings can be configured in the domain
XML file under the <memory>, <memoryBacking>, and <memtune> elements13.

The other resources listed in the question are not directly limited by libvirt for a KVYM domain. File systems allowed in the domain
are determined by the disk and filesystem devices that are attached to the domain, which can be configured in the domain XML
file under the <disk> and <filesystem> elements14. Number of running processes and number of available files are determined
by the operating system and the file system of the domain, which are not controlled by libvirt.

Reference:

libvirt: Domain XML format
CPU Allocation

Memory Allocation

Hard drives, floppy disks, COROMs

Question: 43

Virtualization of which hardware component is facilitated by CPUs supporting nested page table extensions, such as Intel
Extended Page Table (EPT) or AMD Rapid Virtualization Indexing (RVI)?

A. Memory
B. Network Interfaces

C. Host Bus Adapters

D. Hard Disks
E. 10 Cache

Answer: A
Explanation:

Nested page table extensions, such as Intel Extended Page Table (EPT) or AMD Rapid Virtualization Indexing (RVI), are hardware
features that facilitate the virtualization of memory. They allow the CPU to perform the translation of guest virtual addresses to
host physical addresses in a single step, without the need for software-managed shadow page tables. This reduces the overhead
and complexity of memory management for virtual machines, and improves their performance and isolation. Nested page table
extensions do not directly affect the virtualization of other hardware components, such as network interfaces, host bus adapters,
hard disks, or IO cache.

Reference:

Second Level Address Translation - Wikipedia



¢ - What is use of extended page table? - Stack Overflow

Hypervisor From Scratch — Part 4: Address Translation Using Extended ...

Question: 44

If a Dockerfile contains the following lines:

WORKDIR /
RUN cd /tmp

RUN echo test > test

where is the file test located?
A. /ting/test within the container image.

B. /root/tesc within the container image.

C. /test within the container image.
D. /tmp/test on the system running docker build.

E. testin the directory holding the Dockerf ile.

Answer: C
Explanation:

The WORKDIR instruction sets the working directory for any subsequent RUN, CMD, ENTRYPOINT, COPY and ADD instructions
that follow it in the Dockerfile1. The RUN instruction executes commands in a new layer on top of the current image and
commits the results2. The RUN cd command does not change the working directory for the next RUN instruction, because each
RUN command runs in a new shell and a new environment3. Therefore, the file test is created in the root directory (/) of the

container image, not in the /tmp directory. Reference:
Dockerfile reference: WORKDIR
Dockerfile reference: RUN

difference between RUN cd and WORKDIR in Dockerfile

Question: 45

Which of the following commands boots a QEMU virtual machine using hardware virtualization extensions?



A. quirt -create -drive file=debian.img -cdrom debian.iso -m 1024 -boot d -driver hvm
B. vm -kvm -drive file=debian.img -cdrom debian.iso -m 1024 -boot d

C. gemu-hw -create -drive file=debian.img -cdrom debian.iso -m 1024 -boot d

D. qgemu -accel kvm -drive file-debian.img -cdrom debian.iso -m 1024 -boot d

E. gvm start -vmx -drive file=debian.img -cdrom debian.iso -m 1024 -boot d

Answer: D
Explanation:

The correct command to boot a QEMU virtual machine using hardware virtualization extensions is gemu -accel kvm -drive file-
debian.img -cdrom debian.iso -m 1024 -boot d. This command uses the - accel option to specify the hardware

accelerator to use, which in this case is kvm. KVM is a full virtualization solution for Linux on x86 hardware containing

virtualization extensions (Intel VT or AMD-V)1. The -drive option specifies the disk image file to use, which in this case is
debian.img. The - cdrom option specifies the 1SO image file to use as a CD-ROM, which in this case is debian.iso. The -m option
specifies the amount of memory to allocate to the virtual machine, which in this case is 1024

MB. The -boot option specifies the boot order, which in this case is d, meaning to boot from the CD- ROM first. Reference:

https://access.redhat.com/documentation/en-
us/red_hat_enterprise_linux/7/html/virtualization_deployment_and_administration_guide/sect- troubleshooting-
enabling_intel_vt_x_and_amd_v_virtualization_hardware_extensions_in_bios

https://fedoraproject.org/wiki/Virtualization

Question: 46

Which of the following tasks are part of a hypervisor’s responsibility? (Choose two.)

A. Create filesystems during the installation of new virtual machine quest operating systems.

B. Provide host-wide unique PIDs to the processes running inside the virtual machines in order to ease inter-process

communication between virtual machines.
C. Map the resources of virtual machines to the resources of the host system.

D. Manage authentication to network services running inside a virtual machine.

E. Isolate the virtual machines and prevent unauthorized access to resources of other virtual machines.

Answer: C, E
Explanation:

A hypervisor is a software that creates and runs virtual machines (VMs) by separating the operating system and resources from
the physical hardware. One of the main tasks of a hypervisor is to map the resources of VMs to the resources of the host system,



such as CPU, memory, disk, and network. This allows the hypervisor to allocate and manage the resources among multiple VMs
and ensure that they run efficiently and independently123. Another important task of a hypervisor is to isolate the VMs and
prevent unauthorized access to resources of other VMs. This ensures the security and privacy of the VMs and their data, as well
as the stability and performance of the host system. The hypervisor can use various techniques to isolate the VMs, such as virtual

LANS, firewalls, encryption, and access control145.

The other tasks listed are not part of a hypervisor’s responsibility, but rather of the guest operating system or the application
running inside the VM. A hypervisor does not create filesystems during the installation of new VMs, as this is done by the
installer of the guest operating system6. A hypervisor does not provide host-wide unique PIDs to the processes running inside
the VMs, as this is done by the kernel of the guest operating system7. A hypervisor does not manage authentication to network

services running inside a VM, as this is done by the network service itself or by a directory service such as

LDAP or Active Directory8. Reference: 1 (search for “What is a hypervisor?”), 2 (search for

“How does a hypervisor work?”), 3 (search for “The hypervisor gives each virtual machine the resources that have been
allocated”), 4 (search for “Benefits of hypervisors”), 5 (search for “Isolate the virtual machines and prevent unauthorized
access”), 6 (search for “Create filesystems during the installation of new virtual machine quest operating systems”), 7 (search for

“Provide host-wide unique PIDs to the processes running inside the virtual machines”), 8 (search for “Manage authentication

to network services running inside a virtual machine”).

Question: 47

Which of the following devices exist by default in an LXC container? (Choose three.)

A. /dev/log

B. /dev/console

/dev/urandom

o

D. /dev/kmem

. /dev/root

m

Answer: A, B, C

Explanation:

LXC (Linux Containers) is a lightweight virtualization technology that allows multiple isolated Linux systems (containers) to run on
the same host. LXC uses Linux kernel features such as namespaces, cgroups, and AppArmor to create and manage containers.
Each container has its own file system, network interfaces, process tree, and resource limits. However, containers share the
same kernel and hardware with the host, which makes them more efficient and faster than full virtualization.

By default, an LXC container has a minimal set of devices that are needed for its operation. These devices are created by the LXC
library when the container is started, and are removed when the container is stopped. The default devices are:

/dev/log: This is a Unix domain socket that connects to the syslog daemon on the host. It allows the container to send log
messages to the host’s system log1l.



/dev/console: This is a character device that provides access to the container’s console. It is usually connected to the host’s
terminal or a file. It allows the container to interact with the user or the host’s init system12.

/dev/urandom: This is a character device that provides an unlimited source of pseudo-random numbers. It is used by various
applications and libraries that need randomness, such as cryptography, UUID generation, and hashingl13.

The other devices listed in the question do not exist by default in an LXC container. They are either

not needed, not allowed, or not supported by the container’s namespace or cgroup configuration. These devices are:

/dev/kmem: This is a character device that provides access to the kernel’s virtual memory. It is not needed by the container, as it
can access its own memory through the /proc filesystem. It is also not allowed by the container, as it would expose the host’s
kernel memory and compromise its security4.

/dev/root: This is a symbolic link that points to the root device of the system. It is not supported by the container, as it does not
have a separate root device from the host. The container’s root file System is mounted from a directory, an image file,
or a loop device on the host5.

Reference:

Linux Containers - LXC - Manpages - Ixc.container.conf.5
Linux Containers - LXC - Getting started
Random number generation - Wikipedia

/dev/kmem - Wikipedia

Linux Containers - LXC - Manpages - Ixc.container.conf.5

Question: 48

Which of the following services can QEMU provide in a user network? (Choose three.)

A. DHCP
B. BGP
C. CIFS
D. AppleTalk
E. TFTP
Answer: A, E
Explanation:

QEMU can provide some network services in a user network, which is a mode of networking that does not require any



administrator privilege to run. The user network uses the SLIRP TCP/IP emulator to create a virtual NAT'ted subnet, with a DHCP
server started by QEMU that gives out IP addresses to the guest machines and puts the host on 10.0.2.21. QEMU can also
provide a TFTP server in the user network, which can be used to boot the guest machines from a network image. The TFTP server
can be configured with the -tftp option2. QEMU does not provide BGP, CIFS, or AppleTalk services in the user network. BGP is a
routing protocol that is used to exchange routing information between

autonomous systems on the Internet3. CIFS is a file-sharing protocol that is used to access files and printers on a network4.
AppleTalk is a deprecated network protocol suite that was used by Apple devices5. These services require more advanced

networking features than the user network can offer, such as bridging, routing, or tunneling.
Reference:

Documentation/Networking - QEMU

QEMU/Networking - Wikibooks, open books for an open world

Border Gateway Protocol - Wikipedia

Common Internet File System - Wikipedia

AppleTalk - Wikipedia

Question: 49

Which of the following statements are true regarding VirtualBox?
A. ltis ahypervisor designed as a special kernel that is booted before the first regular operating system starts.
B. It only supports Linux as a guest operating system and cannot run Windows inside a virtual machine.

C. Itrequires dedicated shared storage, as it cannot store virtual machine disk images locally on block devices of the

virtualization host.

D. It provides both a graphical user interface and command line tools to administer virtual machines.

E. Itis available for Linux only and requires the source code of the currently running Linux kernel to be available.

Answer: D
Explanation:

VirtualBox is a hosted hypervisor, which means it runs as an application on top of an existing operating system, not as a special
kernel that is booted before the first regular operating system starts1. VirtualBox supports a large number of guest operating
systems, including Windows, Linux, Solaris, 0S/2, and OpenBSD1. VirtualBox does not require dedicated shared storage, as it can
store virtual machine disk images locally on block devices of the virtualization host, or on network shares, or on iSCSI targets1.
VirtualBox provides both a graphical user interface (GUI) and command line tools (VBoxManage) to administer virtual machinesl.
VirtualBox is available for Windows, Linux, macOS, and Solaris hosts1, and does not require the source code of the currently

running Linux



kernel to be available. Reference:

Oracle VM VirtualBox: Features Overview

Question: 50

Which of the following commands moves the libvirt domain web1 from the current host system to the host system host2?
A. virsh node-update host1=-dom:webl host2=+dom:webl

B. virsh pool-add host2 web1

C. virsh migrate web1 gemu+ssh://host2/system

D. virsh patch web1 .Domain.Node=host2

E. virshcp .:webl host2:webl

Answer: C
Explanation:

The correct command to move the libvirt domain web1 from the current host system to the host system host2 is virsh migrate
webl gemu+ssh://host2/system. This command uses the virsh migrate command, which initiates the live migration of a domain
to another hostl. The first argument is the name of the domain to migrate, which in this case is web1. The second argument is
the destination URI, which specifies the connection to the remote host and the hypervisor to use2. In this case, the destination
URI is gemu+ssh://host2/system, which means to use the QEMU driver and connect to host2 via SSH, and use the system
instance of libvirtd3. The other options are incorrect because they either use invalid commands or arguments, such as node-

update, pool-add, patch, or cp, or they do not speci e destination correctly. Reference:
pdate, pool-add, patch, or cp, or they do not specify the destination URI tly. Ref

https://balamuruhans.github.io/2019/01/09/kvm-migration-with-libvirt.ntml

http://libvirt.org/migration.html

Question: 51

A clone of a previously used virtual machine should be created. All VM specific information, such as user accounts, shell histories
and SSH host keys should be removed from the cloned disk image.
Which of the following tools can perform these tasks?

A. virc-reset
B. virt-sparsi
C. virt-rescue

D. virt-svspre

E. sysprep



F. vire-wipe

Answer: E
Explanation:

Sysprep is a tool that removes all your personal account and security information, and then prepares the machine to be used as
an image. It is supported by Windows and some Linux distributions. It can also remove drivers and other machine-specific

settings. Sysprep is required when creating a managed image outside of a gallery in Azure

https://learn.microsoft.com/en-us/azure/virtual-machines/generalize

Question: 52

Which of the following commands deletes all volumes which are not associated with a container?
A. docker volume cleanup

B. docker volume orphan -d

C. docker volume prune

D. docker volume vacuum

E. docker volume garbage-collect

Answer: C
Explanation:

The command that deletes all volumes which are not associated with a container is docker volume prune. This command
removes all unused local volumes, which are those that are not referenced by any containers. By default, it only removes
anonymous volumes, which are those that are not given a specific name when they are created. To remove both unused
anonymous and named volumes, the -all or -a flag can be added to the command. The command will prompt for confirmation

before deleting the volumes, unless the --force or -f flag is used to bypass the prompt. The command will also show the total
reclaimed space after deleting the volumes12.

The other commands listed in the question are not valid or do not have the same functionality as docker volume prune. They are

either made up, misspelled, or have a different purpose. These commands are:
docker volume cleanup: This command does not exist in Docker. There is no cleanup subcommand for docker volume.

docker volume orphan -d: This command does not exist in Docker. There is no orphan subcommand for docker volume, and

the -d flag is not a valid option for any docker volume command.
docker volume vacuum: This command does not exist in Docker. There is no vacuum subcommand for docker volume.

docker volume garbage-collect: This command does not exist in Docker. There is no garbage-collect subcommand for docker
volume.



Reference:
docker volume prune | Docker Docs

How to Remove all Docker Volumes - YallaLabs.

Question: 53

Which of the following types of guest systems does Xen support? (Choose two.)
A. Foreign architecture guests (FA)

B. Paravirtualized quests (PVI

O

Emulated guests

D. Container virtualized guests

m

Fully virtualized guests

Answer: B, E
Explanation:

Xen supports two types of guest systems: paravirtualized guests (PV) and fully virtualized guests (HVM).

Paravirtualized guests (PV) are guests that have been modified to run on the Xen hypervisor. They use a special kernel that
communicates with the hypervisor through hypercalls, and use paravirtualized drivers for I/O devices. PV guests can run faster

and more efficiently than HVM guests, but they require the guest operating system to be ported to Xen and to
support the Xen ABI12.

Fully virtualized guests (HVM) are guests that run unmodified operating systems on the Xen hypervisor. They use hardware
virtualization extensions, such as Intel VT-x or AMD-V, to create a virtual platform for the guest. HVM guests can run any
operating system that supports the hardware architecture, but they incur more overhead and performance penalties than PV
guests. HVM guests

can also use paravirtualized drivers for I/0 devices to improve their performancel2.

The other options are not correct. Xen does not support foreign architecture guests (FA), emulated guests, or container
virtualized guests.

Foreign architecture guests (FA) are guests that run on a different hardware architecture than the host. For example,
running an ARM guest on an x86 host. Xen does not support this type of virtualization, as it would require

emulation or binary translation, which are very complex and slow techniques3.

Emulated guests are guests that run on a software emulator that mimics the hardware of the host or another platform. For
example, running a Windows guest on a QEMU emulator. Xen does not support this type of virtualization, as it relies on the
emulator to provide the virtual platform, not the hypervisor. Xen can use QEMU to emulate some devices for HVYM guests, but

not the entire platform14.



Container virtualized guests are guests that run on a shared kernel with the host and other guests, using namespaces and
cgroups to isolate them. For example, running a Linux guest on a Docker container. Xen does not support this type of
virtualization, as it requires the guest operating system to be compatible with the host kernel, and does not provide the same

level of isolation and security as hypervisor-based virtualization56.

Reference:
Xen Project Software Overview - Xen

Xen ARM with Virtualization Extensions - Xen

Xen Project Beginners Guide - Xen
QEMU - Xen
Docker overview | Docker Documentation

What is a Container? | App Containerization | VMware

Question: 54

Which of the following commands lists all differences between the disk images vm1-snap.img and vmZ1.img?
A. virt-delta -a vm1-snap.img-A vmZl.img

B. virt-cp-in -a vm1-snap.img -A vmZl.img

C. virt-cmp -avml-snap.img -Avml.img

D. virt-history -a vm1-snap.img -A vm1.img

E. virt-diff -avm2l-snap.img -A vm1.img

Answer: E
Explanation:

The virt-diff command-line tool can be used to list the differences between files in two virtual machines or disk images. The output
shows the changes to a virtual machine’s disk images after it has been running. The command can also be used to show the

difference between overlaysl. To specify two guests, you have to use the -a or -d option for the first guest, and
the -A or -D option for the second guest. For example: virt-diff -a old.img -A new.img1. Therefore, the correct command to list
all differences between the disk images vm1-snap.img and vm1.img is: virt-diff -a vm21-snap.img - A vm1.img. The other commands
are not related to finding differences between disk images. virt- delta is a tool to create delta disks from two disk
images2. virt-cp-in is a tool to copy files and directories into a virtual machine disk image3. virt-cmp is a tool to compare
two files or directories in a virtual machine disk image4. virt-history is a tool to show the history of a virtual
machine disk image5. Reference:

21.13. virt-diff: Listing the Differences between Virtual Machine Files ...



21.14. virt-delta: Creating Delta Disks from Two Disk Images ...

21.6. virt-cp-in: Copying Files and Directories into a Virtual Machine Disk Image ...

21.7. virt-cmp: Comparing Two Files or Directories in a Virtual Machine Disk Image ...

21.8. virt-history: Showing the History of a Virtual Machine Disk Image ...

Question: 55

How can data be shared between several virtual machines running on the same Linux-based host System?

A. By writing data to the file system since all virtual machines on the same host system use the same file system.

B. By mounting other virtual machines' file systems from /dev/virt-disks/remote/.

C. By setting up aramdisk in one virtual machine and mounting it using its UUID in the other VMs.

D. By using a network file system or file transfer protocol.

E. By attaching the same virtual hard disk to all virtual machines and activating EXT4 sharing extensions on it.
Answer: D

Explanation:

The correct way to share data between several virtual machines running on the same Linux-based host system is by using a network
file system or file transfer protocol. A network file system (NFS) is a distributed file system protocol that allows a user on a client
computer to access files over a network in a manner similar to how local storage is accessedl. A file transfer protocol (FTP) is a
standard network protocol used for the transfer of computer files between a client and server on a computer network2. Both
methods allow data to be shared between virtual machines regardless of their underlying file systems or virtualization
technologies. The other options are incorrect because they either do not work or are not feasible. Option A is wrong because each
virtual machine has its own file system that is not directly accessible by other virtual machines. Option B is wrong because there is
no such device as /dev/virt-disks/remote/ that can be used to mount other virtual machines’ file systems. Option C is wrong
because a ramdisk is a volatile storage device that is not suitable for sharing data between virtual machines. Option E is wrong
because attaching the same virtual hard disk to multiple virtual machines can cause data corruption and conflicts, and EXT4 does

not have any sharing extensions that can prevent this. Reference: https://kb.vmware.com/s/article/1012706

https://bing.com/search?g=data+sharing+between+virtual+machines

Question: 56

Which of the following values are valid in the type attribute of a <domain> element in a libvirt domain definition? (Choose

two.)

A. proc

B. namespace



C. kvm
D. cgroup

E. IXc

Answer: C, E
Explanation:

: The type attribute of a <domain> element in a libvirt domain definition specifies the hypervisor used for running the domain. The
allowed values are driver specific, but include “xen”, “kvm”, “hvf” (since 8.1.0 and QEMU 2.12), “gemu” and "Ixc"1. Therefore, the
valid values among the options are C. kvm and E. Ixc. KVM stands for Kernel-based Virtual Machine, which is a full virtualization
solution for Linux on x86 hardware containing virtualization extensions (Intel VT or AMD-V)2. LXC stands for Linux Containers,
which is an operating system-level virtualization method for running multiple isolated Linux systems (containers) on a single control
host3. The other options are not valid values

for the type attribute, as they are either not hypervisors or not supported by libvirt. Reference:
http://libvirt.org/formatdomain.html

https://libvirt.org/formatcaps.htmi

Question: 57

Which of the following statements are true regarding resource management for full virtualization? (Choose two.)

A. The hygervisor may provide fine-grained limits to internal elements of the guest operating system such as the number of
processes.

B. The hypervisor provides each virtual machine with hardware of a defined capacity that limits the resources of the virtual
machine.

C. Full virtualization cannot pose any limits to virtual machines and always assigns the host system's resources in a first-

come-first-serve manner.

D. All processes created within the virtual machines are transparently and equally scheduled in the host system for CPU
and 1/0 usage.

E. Itis up to the virtual machine to use its assigned hardware resources and create, for example, an arbitrary amount of

network sockets.

Answer: B, E
Explanation:

Resource management for full virtualization is the process of allocating and controlling the physical resources of the host system
to the virtual machines running on it. The hypervisor is the software layer that performs this task, by providing each virtual machine
with a virtual hardware of a defined capacity that limits the resources of the virtual machine. For example, the hypervisor can



specify how many virtual CPUs, how much memory, and how much disk space each virtual machine can use. The hypervisor can
also enforce resource isolation and prioritization among the virtual machines, to ensure that they do not interfere with each other
or consume more resources than they are allowed to. The hypervisor cannot provide fine-grained limits to internal elements of
the guest operating system, such as the number of processes, because the hypervisor does not have access to the internal state
of the guest operating system. The guest operating system is responsible for managing its own resources within the virtual
hardware provided by the hypervisor. For example, the guest operating system can create an arbitrary amount of network sockets,
as long as it does not exceed the network bandwidth allocated by the hypervisor. Full virtualization can pose limits to virtual
machines, and does not always assign the host system’s resources in a first-come-first-serve manner. The hypervisor can use
various resource management techniques, such as reservation, limit, share, weight, and quota, to allocate and control the
resources of the virtual machines. The hypervisor can also use resource scheduling algorithms, such as round-robin, fair-share, or
priority-based, to

distribute the resources among the virtual machines according to their needs and preferences. All processes created within the
virtual machines are not transparently and equally scheduled in the host system for CPU and 1/0 usage. The hypervisor can use
different scheduling policies, such as proportional-share, co-scheduling, or gang scheduling, to schedule the virtual CPUs of the
virtual machines on the physical CPUs of the host system. The hypervisor can also use different I/0 scheduling algorithms, such as
deadline, anticipatory, or completely fair queuing, to schedule the 1/0 requests of the virtual machines on the physical /0 devices
of the host system. The hypervisor can also use different resource accounting and monitoring mechanisms, such as cgroups, perf,
or sar, to measure and report the resource consumption and performance of the virtual machines. Reference:

Oracle VM VirtualBox: Features Overview

Resource Management as an Enabling Technology for Virtualization - Oracle

Introduction to virtualization and resource management in laa$ | Cloud Native Computing Foundation

Question: 58

What does laaS stand for?

A. Information as a Service

w

Intelligence as a Service
C. Integration as a Service
D. Instances as a Service

E. Infrastructure as a Service

Answer: E
Explanation:

laas is a type of cloud computing service that offers essential compute, storage, and networking resources on demand, on a pay-
as-you-go basis. laa$S is one of the four types of cloud services, along with software as a service (SaaS), platform as a service (PaaS),



and serverless12. laaS eliminates the need for enterprises to procure, configure, or manage infrastructure themselves, and they

only pay for what they use23. Some examples of laaS providers are Microsoft Azure, Google Cloud, and Amazon Web Services.

Question: 59

Which of the following kinds of data can cloud-init process directly from user-data? (Choose three.)
A. Shell scripts to execute

B. Lists of URLs to import

C. ISO images to boot from

D. cloud-config declarations in YAML

E. Base64-encoded binary files to execute

Answer: A, B, D
Explanation:

Cloud-init is a tool that allows users to customize the configuration and behavior of cloud instances during the boot process.
Cloud-init can process different kinds of data that are passed to the instance via user-data, which is a mechanism provided by
various cloud providers to inject data into the instance. Among the kinds of data that cloud-init can process directly from user-
data are:

Shell scripts to execute: Cloud-init can execute user-data that is formatted as a shell script, starting with the #!/bin/sh or
#!1/bin/bash shebang. The script can contain any commands that are valid in the shell environment of the instance. The script is
executed as the root user during the boot process12.

Lists of URLs to import: Cloud-init can import user-data that is formatted as a list of URLs, separated by newlines. The URLs can
point to any valid data source that cloud-init supports, such as shell scripts, cloud-config files, or include files. The URLs are

fetched and processed by cloud-init in the order they appear in the list13.

cloud-config declarations in YAML: Cloud-init can process user-data that is formatted as a cloudconfig file, which is a YAML
document that contains declarations for various cloud-init modules. The cloud-config file can specify various aspects of the instance
configuration, such as hostname, users, packages, commands, services, and more. The cloud-config file must start with the #cloud-

config headerl14.

The other kinds of data listed in the question are not directly processed by cloud-init from user-data. They are either not supported,

not recommended, or require additional steps to be processed. These kinds of data are:

ISO images to boot from: Cloud-init does not support booting from ISO images that are passed as user-data. ISO images are typically
used to install an operating system on a physical or virtual machine, not to customize an existing cloud instance. To boot from an
ISO image, the user would need to attach it as a secondary disk to the instance and configure the boot order accordingly5.

Base64-encoded binary files to execute: Cloud-init does not recommend passing binary files as userdata, as they may not be
compatible with the instance’s architecture or operating system. Base64- encoding does not change this fact, as it only converts



the binary data into ASCII characters. To

execute a binary file, the user would need to decode it and make it executable on the instance6.
Reference:

User-Data Formats — cloud-init 22.1 documentation

User-Data Scripts

Include File

Cloud Config

How to Boot From ISO Image File Directly in Windows

How to run a binary file as acommand in the terminal?.

Question: 60

Which of the following statements are true about sparse images in the context of virtual machine storage? (Choose two.)
A. Sparse images are automatically shrunk when files within the image are deleted.

B. Sparse images may consume an amount of space different from their nominal size.

C. Sparse images can only be used in conjunction with paravirtualization.

D. Sparse images allocate backend storage at the first usage of a block.

E. Sparse images are automatically resized when their maximum capacity is about to be exceeded.

Answer: B, D
Explanation:

Sparse images are a type of virtual disk images that grow in size as data is written to them, but do not shrink
when data is deleted from them. Sparse images may consume an amount of space different from their nominal size, which is the
maximum size that the image can grow to. For example, a sparse image with a nominal size of 100 GB may only take up 20 GB of
physical storage if only 20 GB of data is written to it. Sparse images allocate backend storage at the first usage of a block, which
means that the physical storage is only used when the virtual machine actually writes data to a block. This can save storage space

and improve performance, as the image does not need to be pre-allocated or zeroed out.

Sparse images are not automatically shrunk when files within the image are deleted, because the virtual machine does not
inform the host system about the freed blocks. To reclaim the unused space, a special tool such as virt-sparsifyl or gemu-img2
must be used to compact the image. Sparse images can be used with both full virtualization and paravirtualization, as the type of

virtualization

does not affect the format of the disk image. Sparse images are not automatically resized when their maximum capacity is about

to be exceeded, because this would require changing the partition table and the filesystem of the image, which is not a



trivial task. To resize a sparse image, a tool such as virt-resize3 or gemu-img2 must be used to increase the nominal
size and the filesystem size of the image. Reference: 1 (search for “virt-sparsify”), 2 (search for “gemu-img”), 3 (search for “virt-
resize”).

Question: 61
What is libvirt?

A. Avirtualization management API.
B. A Linux distribution
C. Avirtualization technology

D. A hardware virtualization platform

Answer: A
Explanation:

Libvirt is a virtualization management API, toolkit, and set of command-line utilities designed to manage virtualization platforms
in a consistent and secure manner. According to official virtualization and containerization documentation, libvirt provides a
common interface for interacting with multiple hypervisors such as KVM, QEMU, Xen, VMware ESXi, and Hyper-V, abstracting their

underlying differences.

Libvirt itself is not a virtualization technology or hypervisor; rather, it acts as a management layer between administrators or
orchestration tools and the hypervisor. It enables tasks such as creating, starting, stopping, pausing, migrating, and monitoring

virtual machines. Tools like virsh and virt- manager rely on libvirt to perform virtualization operations.

One of libvirt’s key strengths is its focus on security and isolation. It integrates with Linux security frameworks such as SELinux and
AppArmor, enforcing mandatory access controls on virtual machines. Libvirt also supports remote management using secure

protocols, making it suitable for enterprise and cloud environments.

In virtualization documentation, libvirt is described as a foundational component for Infrastructure as Code and automation,
commonly used with tools like Ansible, OpenStack, and Kubernetes (via KVM). Its standardized API simplifies virtualization

management while ensuring portability, scalability, and compliance with best practices.



Question: 62

What are the key benefits of using cloud management tools?
A. Streamlined billing and invoicing

B. Automated scaling of virtual machines

C. Efficient resource allocation

D. Enhanced security through encryption

Answer: C
Explanation:

Cloud management tools are primarily designed to optimize and control cloud-based resources in virtualized and containerized
environments. According to virtualization and containerization documentation, one of the most significant benefits of these tools
is efficient resource allocation. Cloud management platforms enable administrators to dynamically assign compute, storage, and
network resources based on workload demand, ensuring optimal utilization of infrastructure.

These tools continuously monitor resource consumption across virtual machines and containers, helping prevent underutilization
and resource contention. By leveraging centralized dashboards, policy-based management, and automation, cloud management
tools ensure that workloads receive appropriate resources while minimizing waste. This capability is especially critical in private,
public, and hybrid cloud environments where scalability and cost control are essential.

While features such as automated scaling, billing integration, and security enhancements may be supported by specific cloud
platforms, they are secondary capabilities rather than the core function. Encryption, for example, is typically handled by
underlying security services rather than cloud management tools themselves. Similarly, billing and invoicing are more closely

associated with cloud service provider platforms.

Virtualization notes consistently emphasize that efficient resource allocation is the foundational benefit that enables

performance optimization, cost efficiency, and scalability in cloud-managed environments.

Question: 63

When setting up a KVM virtualization host, which one of the following components is NOT required?

A. bridgeutils



B. kvm kernel modules
C. gemu
D. libvirt
E. virsh

Answer: E
Explanation:

When configuring a KVM-based virtualization host, several core components are mandatory to enable and manage virtual
machines. According to KVM and virtualization documentation, KVM kernel modules are essential because they provide hardware-
assisted virtualization support within the Linux kernel. QEMU is required to perform hardware emulation and manage virtual
machine execution. Libvirt acts as the virtualization management API, enabling centralized and secure control of virtual machines.

Additionally, bridgeutils is commonly required to configure network bridges, allowing virtual machines to communicate
with external networks.

However, virsh is not strictly required. Virsh is a command-line utility that interacts with libvirt to manage virtual machines, but it
is only a management interface, not a core dependency. Virtual machines can still be created and managed using alternative tools
such as virt-manager, Ansible, OpenStack, or custom API-based solutions without virsh being installed.

Virtualization documentation clearly distinguishes between essential backend components (KVM, QEMU, libvirt) and optional
management tools (virsh). Therefore, while virsh is widely used and highly recommended for administrative convenience, it is not

a mandatory component for a functional KVM virtualization host.

Question: 64

Which utility is used to create and manage virtual machine disk images in Linux?
A. Disk utility

B. VirtualBox Manager

C. Libvirt Disk Manager

D. gemu-img

Answer: D
Explanation:

In Linux-based virtualization environments, gemu-img is the standard utility used to create, convert, inspect, and manage virtual
machine disk images. Virtualization and containerization documentation clearly identifies gemu-img as a core component of the
QEMU/KVM virtualization stack. It supports multiple disk image formats such as RAW, QCOW2, VMDK, and VHD, making it highly

versatile across different hypervisors and platforms.



The gemu-img tool allows administrators to perform critical disk operations, including creating new disk images, resizing existing
images, converting between formats, and checking disk integrity. For example, it is commonly used to create QCOW2 images,

which support advanced features like copy- on-write, snapshots, and compression.

Other options listed are incorrect because Disk Utility is a general-purpose storage management tool, VirtualBox Manager is
specific to Oracle VirtualBox, and Libvirt Disk Manager is not a recognized standalone utility. Libvirt relies on gemu-img internally
for disk image handling.

Official virtualization notes consistently reference gemu-img as the primary disk image management tool in Linux virtualization

environments, especially when working with KVM and libvirt-based systems.

Question: 65

Which disk image formats are commonly used in Linux-based virtualization environments? (Select all that apply)

A. RAW

B. VMDK

O

. QCOW?2

D. VHD

Answer: A,B,C,D

Explanation:

Linux-based virtualization environments support a wide range of disk image formats to ensure compatibility with multiple
hypervisors and cloud platforms. According to virtualization documentation, RAW, VMDK, QCOW?2, and VHD are all commonly
used formats.

RAW images are simple, unstructured disk files that offer maximum performance due to minimal overhead. QCOW2 (QEMU Copy-
On-Write version 2) is the most widely used format in KVM environments because it supports advanced features such as snapshots,
thin provisioning,



compression, and encryption. VMDK is the native disk format for VMware products but is frequently used in Linux environments
for interoperability and migration purposes. VHD is commonly associated with Microsoft Hyper-V but is also supported by QEMU
and cloud platforms.

Virtualization notes emphasize that modern Linux virtualization tools like QEMU and libvirt are designed to work across multiple
disk formats. This flexibility enables administrators to migrate workloads between different hypervisors and cloud providers
without rebuilding virtual machines.

Therefore, all listed disk image formats are valid and commonly supported in Linux-based virtualization environments.

Question: 66
What does LXC stand for?

A. Legacy Xenon Container
B. Linux Container
C. Linux Container Xenon

D. Lightweight Xenon Container

Answer: B
Explanation:

LXC stands for Linux Containers, a lightweight virtualization technology that enables multiple isolated Linux systems (containers)
to run on a single Linux host. Virtualization and containerization documentation describes LXC as a container-based virtualization
solution that uses Linux kernel features such as namespaces, control groups (cgroups), and capabilities to provide process

isolation without requiring a full hypervisor.

Unlike traditional virtual machines, LXC containers share the host kernel, which significantly reduces overhead and improves
performance. Each container behaves like an independent Linux system with its own process tree, network interfaces, and

filesystem, while still relying on the host kernel for execution.

LXC is often referred to as “system containers”, as it allows running full Linux distributions inside containers, unlike application-
focused containers such as Docker. It serves as the foundation for higher-level container platforms, including LXD, which provides

enhanced management features and APIS.

The other options are incorrect because they do not align with established Linux container terminology. Official Linux container
documentation consistently defines LXC as Linux Containers, making option B the correct answer.



Question: 67

When using Packer to create machine images, what are some common sources for base images? (Select all that apply)

>

Physical servers

w

Images from untrusted sources

C. Custom images created by the organization

©

Official operating system images

Answer: C, D
Explanation:

Packer is an image automation tool used to create identical machine images for multiple platforms from a single configuration.
According to virtualization and containerization documentation, Packer typically uses trusted and standardized base images as the
starting point for image creation. The most common sources include official operating system images provided by vendors such as
Red Hat, Ubuntu, or cloud service providers, and custom images created internally by an organization.

Using official images ensures that the base system is secure, properly maintained, and compliant with vendor standards.
Organizations often build custom base images to enforce internal security policies, hardening standards, and preinstalled software,

which Packer then extends into environment-specific images.

Physical servers are not considered common or practical base sources for Packer, as Packer operates on machine image artifacts
rather than cloning live hardware systems. Images from untrusted sources are explicitly discouraged in virtualization

documentation due to security and compliance risks.

Therefore, documentation clearly supports custom organizational images and official operating system images as the correct and
recommended base sources for Packer image creation.

Question: 68

Which of the following statements are true for full virtualization? (Choose TWO correct answers)

A. Full virtualization always requires additional software components and cannot be done using Linux only

w

Full virtualization may be supported by special CPU extensions that provide better performance

O

Full virtualization does not require changes to the guest operating systems

D. Full virtualization has no performance impact compared to a non-virtualized bare-metal installation on the same

machine

E. Full virtualization has a severe performance impact and should not be used in production environments

Answer: B, C
Explanation:



Full virtualization is a virtualization approach where the hypervisor provides a complete simulation of the underlying hardware,
allowing unmodified guest operating systems to run without awareness of virtualization. Virtualization documentation consistently
states that one of the defining characteristics of full virtualization is that guest operating systems do not need to be modified,

making option C correct.

Additionally, modern full virtualization platforms benefit from hardware-assisted virtualization, such as Intel VT-x and AMD-V CPU
extensions. These extensions significantly improve performance by ofloading virtualization tasks to the processor,
making option B correct.

Option Ais incorrect because Linux-based hypervisors like KVM can perform full virtualization entirely within the Linux ecosystem.
Option D is false because all virtualization introduces some performance overhead, even if minimal. Option E is incorrect because
full virtualization is widely used in production environments, including enterprise data centers and cloud platforms.

Therefore, based on virtualization principles and documentation, the correct answers are B and C.

Question: 69

In which scenarios would Vagrant be most beneficial for developers?
A.  When managing network infrastructure

B. When deploying applications to the cloud



C. When working on large-scale production environments

D. When developing and testing applications locally

Answer: D
Explanation:

Vagrant is a tool designed to simplify the creation and management of reproducible development environments. According to
virtualization and containerization documentation, Vagrant is most beneficial when developing and testing applications locally. It
allows developers to define virtual machine configurations using a declarative configuration file, ensuring consistent

environments across development teams.

Vagrant integrates with virtualization providers such as VirtualBox, KVM, and VMware, enabling developers to spin up
lightweight, disposable virtual machines that closely mirror production environments. This reduces the common “works on my

machine” problem by standardizing development setups.

Vagrant is not intended for managing network infrastructure, large-scale production environments, or direct cloud deployments.
While it can interface with cloud providers, its primary use case remains local development and testing, not
production operations.

Virtualization notes emphasize that Vagrant is a developer-focused tool that complements infrastructure automation tools
rather than replacing them. Therefore, option D accurately reflects Vagrant’s most appropriate and documented use
case.

Question: 70

What is the same of the global configuration file for the xI tool stack?

Answer:

/etc/xen/xl.conf
Explanation:

The xl toolstack is the modern command-line management interface used for administering the Xen hypervisor, replacing the older
xm toolstack. According to official Xen virtualization documentation, the global configuration file for the x| toolstack is

/etc/xen/xl.conf.

This configuration file defines default behaviors and policies for the xI management commands. It allows administrators to
configure global settings such as default CPU scheduling behavior, memory

handling, device model settings, and other operational parameters that affect how virtual machines (domains) are managed on a



Xen host. These settings apply system-wide and influence the behavior of all Xl commands unless overridden by per-
domain configuration files.

The file /etc/xen/xl.conf is read by the xl toolstack at runtime and is part of the standard Xen configuration directory structure.
Individual virtual machine definitions are typically stored as separate configuration files in /etc/xen/, but xl.conf serves as the

central, global configuration reference.

Virtualization notes emphasize that proper configuration of xl.conf is important for performance tuning, stability, and
compliance in Xen-based environments. While many default installations function correctly without modifying this file,

enterprise deployments often customize it to align with workload requirements and hardware capabilities.

Therefore, the correct and documented global configuration file for the xI toolstack is /etc/xen/xl.conf.

Question: 71

What is the name of the kernel module that is required to be loaded in order to use KVM on an Intel CPU architecture?
(Specify ONLY the module name without any path information and with or without the module Suffix.)

Solution:

kvme-intel.ko — or — kvm-intel — or — kvm_intel.ko — or — kvm_intel

Determine whether the given solution is correct?

A. Correct
B. Incorrect

Answer: A
Explanation:

Kernel-based Virtual Machine (KVM) relies on hardware-assisted virtualization features provided by modern CPUs. On Intel CPU
architectures, this support is enabled through the kvm_intel kernel module. Official KVM and Linux virtualization documentation
clearly states that the required module for Intel processors is named kvm_intel, with the optional .ko suffix when referring to the
kernel

object file.

The provided solution lists multiple acceptable representations of the module name, including kvm_intel and kvm_intel.ko, both
of which are valid and correct. Linux kernel module naming conventions allow the module to be referenced with or without the

ko suffix when loading it using tools such as modprobe or Ismod.

Although variants using a hyphen (kvm-intel) are not the canonical kernel module name, the solution explicitly includes the



correct and documented module name. Therefore, the solution correctly identifies the required kernel module for
enabling KVM on Intel CPUs.

Virtualization documentation emphasizes that KVM functionality requires both the generic kvm module and the CPU-specific
module (kvm_intel for Intel or kvm_amd for AMD). Hence, the determination that the solution is correct aligns with verified
documentation.

Question: 72

Which of the following statements are true regarding hardware-based virtualization? (Choose TWO correct answers.)

A. Hardware-based virtualization relies on the host system's processor to call the hypervisor when critical instructions are

executed by a virtual machine.

B. Hardware-based virtualization implements a whole machine in software and therefore can run virtual machines of a

given hardware platform on an arbitrary host system.

C. Hardware-based virtualization requires special support in the host system's hardware which is present in recent x86-
based computers.

D. Hardware-based virtualization is not available on x86-based CPU architectures and requires special virtualization host

hardware.

Answer: A, C
Explanation:

Hardware-based virtualization uses CPU-assisted virtualization features to improve performance and isolation when running
virtual machines. According to virtualization documentation, modern processors such as Intel VT-x and AMD-V provide special
CPU instructions that allow the processor to trap and transfer control to the hypervisor when sensitive or privileged instructions

are executed by a guest virtual machine. This behavior makes statement A correct.
Additionally, hardware-based virtualization requires explicit CPU and chipset support, which is now

standard in most modern x86-based systems. These hardware extensions reduce the need for complex software emulation and

enable near-native performance for virtual machines. Therefore, statement C is also correct.

Statement B describes full software emulation rather than hardware-assisted virtualization and is incorrect in this context.
Statement D is false because hardware-based virtualization is widely available and heavily used on x86 architectures in
enterprise, cloud, and desktop environments.

Virtualization notes consistently highlight that hardware-based virtualization is the foundation for platforms such as KVM, Xen,
VMware ESXi, and Hyper-V, making it a critical technology in modern computing. Thus, the correct answers are A and



Question: 73

Which value must be set in the option builder in the configuration file of a Xen guest domain in order to create a fully
virtualized machine instead of a paravirtualized one?

Answer: builder = "hvm"
Explanation:

In Xen virtualization, guest domains can be created using either paravirtualization (PV) or hardware- assisted full virtualization,
also known as HVM (Hardware Virtual Machine). According to official Xen documentation, the builder option in a Xen guest

domain configuration file determines the type of virtualization used when creating a virtual machine.

To create a fully virtualized (HVM) guest, the configuration file must explicitly set the value of the builder option to "hvm™:

builder = "hvm"

This instructs the Xen toolstack to use hardware-assisted virtualization features provided by the CPU, such as Intel VT-x or AMD-
V, allowing unmodified guest operating systems to run. Fully virtualized guests behave like physical machines and can run
operating systems that are unaware of Xen.

If the builder option is omitted or set to the default paravirtualized builder, Xen expects a PV-capable kernel, which requires
guest operating system modifications. HVM guests, by contrast, rely on device emulation and hardware virtualization

support.

Virtualization documentation clearly distinguishes between PV and HVM guests and identifies builder = "hvm" as the required
configuration for full virtualization. This setting is fundamental when deploying operating systems such as Windows or standard

Linux distributions without Xen-specific kernels.

Therefore, the correct and documented value is builder = "hvm".



Question: 74
What is QEMU primarily used for?

A. Managing virtual machines
B. Monitoring virtualized environments
C. Creating virtual disk images

D. Emulating hardware to run virtual machines

Answer: D
Explanation:

QEMU is primarily used for hardware emulation, enabling virtual machines to run by emulating CPU, memory, storage, and
peripheral devices. Virtualization documentation describes QEMU as a generic and open-source machine emulator and
virtualizer. When used alone, QEMU can fully emulate hardware, allowing operating systems compiled for one architecture to

run on another.

In modern Linux virtualization environments, QEMU is most commonly paired with KVM (Kernelbased Virtual Machine). In this
configuration, KVM provides CPU virtualization using hardware extensions, while QEMU supplies device emulation and virtual
hardware components. This division of responsibility allows near-native performance while maintaining flexibility.

Although QEMU includes utilities such as gemu-img for disk image creation, that is not its primary

purpose. VM management is handled by tools like libvirt, virsh, and virt-manager, and monitoring is performed by separate
observability tools.

Virtualization notes consistently emphasize that QEMU’s core function is hardware emulation, making option D the correct
answer.

Question: 75

Which of the following are container orchestration platforms?

A. Docker Compose
B. Docker Swarm
C. LXC

D. Kubernetes



Answer: B, D
Explanation:

Container orchestration platforms are responsible for deploying, scaling, networking, and managing containerized applications
across multiple hosts. According to containerization documentation, Docker Swarm and Kubernetes are recognized container
orchestration platforms.

Docker Swarm is Docker’s native orchestration solution, providing clustering, service discovery, load balancing, and rolling updates.
Kubernetes is the industry-standard orchestration platform, offering advanced scheduling, self-healing, horizontal scaling, and
declarative configuration.

Docker Compose is not considered a full orchestration platform; it is primarily designed for defining and running multi-container
applications on a single host, mainly for development and testing. LXC is a container runtime and system container technology,
not an orchestration framework.

Container documentation clearly distinguishes orchestration platforms from runtimes and local development tools.
Therefore, the correct answers are B and D.

Question: 76

Which command was used in Xen 3.x as a predecessor of the xl command?

Answer: xm
Explanation:

In Xen 3.x, the primary command-line tool used to manage virtual machines was xm. According to Xen virtualization
documentation, xm was part of the original Xen management stack and provided commands to create, start, stop, migrate,
and monitor Xen domains.

As Xen evolved, the xm toolstack was deprecated and replaced by the xl toolstack. The xI command interfaces directly with the
Xen hypervisor and offers better performance, improved maintainability, and reduced complexity. Modern Xen installations no

longer support xm, but it remains historically significant as the predecessor to xI.

Therefore, the correct answer is xm.

Question: 77

Which of the following tools is not typically used for VM provisioning and image creation?



A. Kubernetes

B. Vagrant
C. Packer
D. cloud-init
Answer: A
Explanation:

VM provisioning and image creation tools are used to build, configure, and initialize virtual machine images. According to
virtualization documentation, Packer is specifically designed for automated image creation, Vagrant is used for provisioning

reproducible development environments, and cloud- init is used to configure instances at first boot.

Kubernetes, however, is a container orchestration platform, not a VM provisioning or image creation tool. It manages
containerized workloads after infrastructure has already been provisioned.

Documentation clearly separates infrastructure provisioning tools from application orchestration platforms. As such, Kubernetes
is not typically used for VM provisioning or image creation.

Therefore, the correct answer is A.

Question: 78

What types of cloud-init data sources can be used to configure cloud instances? (Select all that apply)

A. Cloud-based configuration management tools
B. Metadata Service

C. QRcodes

D. User data scripts

Answer: B, D
Explanation:

Cloud-init is a widely used initialization system for cloud instances, allowing configuration at first boot. According to cloud-init
documentation, the two primary data sources used to configure instances are metadata services and user data scripts.

A metadata service provides instance-specific information such as hostname, instance ID, networking details, and SSH keys. User
data scripts allow administrators to supply custom configuration instructions, commonly written as shell scripts or
cloud-config YAML.

Cloud-based configuration management tools like Ansible or Puppet are not cloud-init data sources; instead, cloud-init may



install or trigger them. QR codes are not supported data sources in cloud-init.

Virtualization and cloud documentation clearly identifies metadata and user data as the supported configuration

mechanisms. Therefore, the correct answers are B and D.

Question: 79

Where are paravirtualized device drivers installed?

A. In the Guest OS
B. No special drivers are required for paravirtualization
C. Compiled into the hypervisor

D. Inthe Host OS

Answer: A
Explanation:

Paravirtualization is a virtualization technique where the guest operating system is aware that it is running in a virtualized
environment and cooperates directly with the hypervisor. According to Xen and virtualization documentation, this cooperation is

achieved through paravirtualized device drivers, which must be installed inside the guest operating system.

These specialized drivers replace traditional hardware drivers and communicate directly with the hypervisor using optimized
interfaces. This reduces the overhead of hardware emulation and improves performance, particularly for disk and network 1/0.
Because of this design, the guest OS must either be modified or explicitly include support for paravirtualized drivers.

Option B is incorrect because paravirtualization explicitly requires special guest-side drivers. Option C is incorrect because drivers
are not compiled into the hypervisor; they reside in the guest. Option D is also incorrect because host OS drivers do not provide
paravirtualized functionality to guests.

Virtualization notes consistently state that paravirtualized drivers are installed and run within the guest OS, making option A



the correct answer.

Question: 80

Xenis a:

A. Type 2 hypervisor
B. Type 1 hypervisor

C. Application virtualization platform
D. Virtualization management tool

Answer: B
Explanation:

Xen is classified as a Type 1 (bare-metal) hypervisor, meaning it runs directly on the system hardware rather than on top of a
host operating system. Virtualization documentation defines Type 1 hypervisors as having direct control over CPU, memory, and

hardware resources, providing better performance and stronger isolation compared to Type 2 hypervisors.

In a Xen-based system, the hypervisor is loaded first during boot. A privileged management domain, known as Domain 0 (Dom0),
is then started to manage hardware access and virtual machine lifecycle operations. This architecture clearly differentiates Xen

from hosted (Type 2) hypervisors such as VirtualBox.

Xen is not merely a management tool or application virtualization platform; itis a full hypervisor used in enterprise, cloud, and
service provider environments. Therefore, the correct answer is B.

Question: 81

What is cloud-init?

A. A configuration tool for customizing cloud instances



B. A containerization tool
C. Acloud management tool

D. Avirtualization platform

Answer: A

Explanation:
Cloud-init is a widely used instance initialization and configuration tool designed specifically for cloud environments. According

to cloud-init documentation, it is responsible for customizing cloud instances at first boot using metadata and user-
provided data.

Cloud-init performs tasks such as setting hostnames, configuring networking, injecting SSH keys, installing packages, and
executing user-defined scripts. It is supported by most major cloud providers and works across virtual machines regardless of the
underlying hypervisor.

Cloud-init is not a containerization tool, a cloud management platform, or a virtualization solution. Instead, it operates within a

virtual machine to perform configuration tasks after the instance has been provisioned.

Therefore, the correct answer is A.

Question: 82

Which command in the KVM monitor restores a snapshot?

Answer: loadvm
Explanation:

In KVM and QEMU-based virtualization environments, the QEMU monitor provides an interactive interface for managing virtual
machine runtime operations. According to KVM documentation, the command used to restore a previously saved snapshot
within the monitor is loadvm.

Snapshots capture the state of a virtual machine at a specific point in time, including CPU state, memory, and disk state



(depending on configuration). The loadvm command allows administrators to revert a virtual machine back to that saved state,
which is especially useful for testing, debugging, and recovery scenarios.

This command is typically used in conjunction with the savevm command, which creates snapshots.

The functionality is supported primarily with disk formats such as QCOW2, which allow snapshot capabilities.

Therefore, the correct and documented command is loadvm.

Question: 83

What is the primary benefit of using Packer for creating machine images?

>

It provides real-time monitoring of virtual machines

B. It ensures consistency between development and production environments

C. Itspeeds up the development of application code
D. Itsimplifies the deployment of virtual machines

Answer: B
Explanation:

Packer is an image automation tool whose primary benefit is ensuring consistency across environments. According to virtualization
and DevOps documentation, Packer allows administrators to create identical machine images for development, testing, and

production from a single configuration.

By using the same base image and build process, Packer eliminates configuration drift and ensures that environments behave
consistently. This significantly reduces deployment issues caused by environmental differences and supports Infrastructure as Code
best practices.

Packer does not monitor virtual machines or directly speed up application development. While it can indirectly simplify
deployments, its main advantage is image consistency and repeatability.



Therefore, the correct answer is B.

Question: 84

Which of the following statements are true regarding laaS computing instances? (Choose TWO correct answers.)

A. Instances may be created when needed and destroyed when they become obsolete

B. Creation of new instances can be automated by using scripts or APIs and service interfaces

C. The root file system of a computing instance is always persistent and can be accessed after the instance is destroyed
D. Once created, computing instances are seldom deleted to ensure data accessibility

E. Each user of an laaS cloud has exactly one computing instance

Answer: A, B
Explanation:

Infrastructure as a Service (laaS) provides on-demand virtual computing resources that can be dynamically created and
destroyed. According to cloud computing documentation, laaS instances are designed to be ephemeral, allowing users to launch

instances when needed and terminate them when no longer required. This makes statement A correct.

Additionally, laaS platforms expose APIs and service interfaces that enable full automation of instance lifecycle management.
Instances can be created, modified, and deleted programmatically using scripts, orchestration tools, or cloud SDKs,

making statement B correct.

Statement C is incorrect because root disks are often ephemeral unless explicitly configured as persistent volumes. Statement D
contradicts the elastic nature of laaS, and statement E is false because users may have zero, one, or many instances.



Therefore, the correct answers are A and B.

Question: 85

Which of the following are benefits of virtualization?
A. Improved hardware utilization

B. Reduced software compatibility issues
C. Increased security

D. Simplified backup and recovery

Answer: A, C, D
Explanation:

Virtualization provides several well-documented benefits in modern IT environments. One major advantage is improved
hardware utilization (A), as multiple virtual machines can run on a single physical system, maximizing resource usage.
Virtualization also enhances security (C) through isolation between workloads, limiting the impact of failures or security
breaches.

Another key benefit is simplified backup and recovery (D). Virtual machines are encapsulated into files, making it easier to
snapshot, back up, clone, and restore entire systems. This significantly improves disaster recovery and testing
workflows.

Option B is not universally true. While virtualization can help standardize environments, it does not inherently reduce software

compatibility issues; in some cases, it may even introduce additional layers of complexity.

Virtualization documentation consistently highlights hardware efficiency, security isolation, and operational flexibility as
core benefits, making A, C, and D the correct answers.

Question: 86

Which of the following statements are true regarding emulation? (Choose TWO)
A. Emulation allows operating systems to be run on foreign architectures
B. Emulation can only provide distinct hardware components but no complete virtual machines

C. Emulation implements a whole computing system in software



D. Emulation requires changes to the guest operating system

Answer: A, C
Explanation:

Emulation is a technique in which a complete computing system is implemented entirely in software. According to virtualization
documentation, emulation allows operating systems and applications compiled for one CPU architecture to run on a different,

foreign architecture, making statement A correct.

Statement C is also correct because emulation reproduces the entire hardware environment, including CPU, memory, and devices,
using software alone. This contrasts with virtualization, which relies on hardware support and does not emulate the full

system.

Statement B is incorrect because emulation does provide full virtual machines, not just individual components. Statement D is also
incorrect, as emulation does not require changes to the guest OS; the guest believes it is running on real hardware.

Therefore, the correct answers are A and C.

Question: 87

Which sub-command of xI changes the media inside a virtual CD-ROM drive of a Xen guest domain?
(Specify ONLY the sub-command without any path or parameters.)

Solution:

block-attach — or — xI cd-insert — or — cd-eject — or — x| cd-eject — or — cd-insert — or — xI block-attach — or — block-detach — or —
x| block-detach

Determine whether the given solution is correct?

A. Correct
B. Incorrect

Answer: B
Explanation:

According to official Xen x| toolstack documentation, the correct sub-commands used to change media in a virtual CD-ROM drive
are cd-insert and cd-eject. These commands are specifically designed for inserting or ejecting ISO media from a Xen guest’s
virtual CD-ROM device.

While commands such as block-attach and block-detach are valid x| sub-commands, they are used for attaching and detaching
block devices in general and are not specific to CD-ROM media operations. The provided solution lists multiple commands,



including incorrect and unrelated ones, rather than specifying the correct sub-command precisely.

Because the solution does not accurately and exclusively identify the correct xl sub-command, it is considered incorrect.
Therefore, the correct determination is B.

Question: 88

Which cloud management tools are known for their infrastructure-as-code (laC) approach? (Select all that apply)

A. Puppet
B. Terraform
C. AWS CloudFormation

D. Ansible

Answer: A,B,C,D

Explanation:

Infrastructure as Code (IaC) is an approach where infrastructure is defined and managed using machine-readable configuration
files. According to DevOps and cloud documentation, Puppet, Terraform, AWS CloudFormation, and Ansible all support

laC principles.

Terraform and AWS CloudFormation are declarative laC tools used to provision cloud infrastructure. Puppet and Ansible are
configuration management and automation tools that also enable infrastructure definition through code.

All listed tools are widely recognized in laC workflows, making A, B, C, and D correct.

Question: 89

Which of the following technologies is the most important component of laaS clouds?

A.  Mandatory Access Control

B. Virtualization

o

Database replication

D. DNS delegation

Emulation

m



Answer: B
Explanation:

The foundational technology of Infrastructure as a Service (laaS) is virtualization. Virtualization enables cloud providers to
abstract physical hardware into flexible, on-demand virtual resources such as compute instances, storage, and

networks.

All major laaS platforms rely on virtualization to provide scalability, isolation, elasticity, and multitenancy. Without virtualization,
the dynamic provisioning model of laaS would not be possible.

Therefore, the correct answer is B.

Question: 90

How do containers share the host OS kernel?

A. Containers have their own full OS

B. Containers share the kernel but run isolated user spaces
C. Containers run directly on the host kernel

D. Containers do not use a kernel

Answer: B
Explanation:

Containers operate by sharing the host operating system’s kernel while running in isolated user spaces. According to
containerization documentation, Linux kernel features such as namespaces and

cgroups provide process isolation, resource control, and security boundaries between containers.

Each container has its own filesystem, process tree, and network stack, but all containers rely on the same underlying kernel.
This design makes containers lightweight and efficient compared to virtual machines, which require separate guest

kernels.

Options A and D are incorrect because containers do use the host kernel. Option C is incomplete because it does not
mention isolation. Therefore, the correct answer is B.



Question: 91

Which of the following are valid KVM parameters? (Choose THREE correct answers.)
A. drive file=imap://user:password@mailserver:/INBOX/Wufnc6MjYp@mailgate

B. -drive file=ssh://user@host/tmp/file.img

C. -drive file=iscsi://user%password@fileserver/ign.2001-04.com.example/1

D. -drive file=http://user:password@fileserver/pub/linux.iso,media=cdrom,readonly

E. -drive file=rsync://user%password@fileserver:/tmp/file.iso,media=cdrom,readonly

Answer: B, C, D

Explanation:

KVM uses QEMU as its userspace component, and QEMU supports a variety of network-based block device backends through the
-drive file= parameter. According to QEMU and KVM documentation, valid protocols include SSH, iSCSI, and
HTTP/HTTPS.

Option B is valid because QEMU supports accessing disk images securely over SSH.
Option C s valid as iSCSI is a supported storage backend for QEMU block devices.

Option D is valid because QEMU can boot or attach SO images over HTTP, commonly used for CD- ROM media in
installation scenarios.

Option A is invalid because IMAP is not a supported QEMU block protocol.
Option E is invalid because rsync is not supported as a block device transport.

Therefore, the correct answers are B, C, and D.

Question: 92

What is Xen's role in paravirtualization?

A. None of the above

B. Requires modified guest operating systems for improved performance
C. Itonly supports fully virtualized guests

D. It fully virtualizes hardware

Answer: B
Explanation:



In paravirtualization, the guest operating system is aware that it is running in a virtualized environment and is modified to
interact efficiently with the hypervisor. According to Xen documentation, Xen was originally designed as a paravirtualization-
focused hypervisor, requiring modified guest operating systems to achieve better performance.

These modifications allow the guest OS to replace sensitive hardware instructions with hypercalls, reducing the overhead
associated with hardware emulation. This results in improved CPU, memory, and /O performance compared to early

full virtualization techniques.

Xen does support fully virtualized (HVM) guests, but that is not its role in paravirtualization. Therefore, option B correctly
describes Xen’s role.

Question: 93

Which of the following tools is used to interact with XenStore?

A. xendo
B. OXS
C. xstore

D. xentore-Is

E. xlstore

Answer: D

Explanation:

XenStore is a shared configuration and state database used by Xen domains. According to Xen documentation, tools such as

xenstore-Is, xenstore-read, and xenstore-write are used to interact directly with XenStore.

Although option D contains a minor typographical error (“xentore-Is” instead of xenstore-Is), it clearly refers to the correct and

documented utility. None of the other options represent standard XenStore interaction tools.

Therefore, despite the typo, D is the correct answer.

Question: 94

Which container orchestration platform is often associated with automated scaling and load balancing?



A. Docker Compose

B. Kubernetes

C. Amazon ECS

D. LXC

Answer: B
Explanation:

Kubernetes is the container orchestration platform most strongly associated with automated scaling and load balancing.
According to container orchestration documentation, Kubernetes provides built- in features such as Horizontal Pod Autoscaling,

service-based load balancing, self-healing, and declarative deployment models.

Docker Compose and LXC are not orchestration platforms at scale, and while Amazon ECS supports scaling, Kubernetes is the

industry-standard platform most commonly referenced for these capabilities.

Therefore, the correct answer is B.

Question: 95

What are some benefits of using Packer for image building? (Select all that apply)

A. Built-in monitoring and logging

B. Improved security through automated patching
C. Faster provisioning of virtual machines
D. Consistency in machine images across different environments
Answer: C, D
Explanation:

Packer is designed to automate machine image creation, which leads to faster provisioning of virtual machines (C) because
prebuilt images eliminate repetitive configuration steps at deployment time. Another primary benefit is consistency across

environments (D), ensuring that development, testing, and production systems are built from the same image.

Packer does not provide built-in monitoring, and while it can apply patches during image creation, automated patching is
not its primary or guaranteed function.

Thus, the correct answers are C and D.



Question: 96

Which command within virsh lists the virtual machines that are available on the current host?

A list-all
B. list
C. list-vm
D. show
E. view
Answer: A
Explanation:

The virsh command used to list all virtual machines, including both running and stopped domains, is virsh list --all. The

option list-all directly corresponds to this functionality.

The plain list command only shows running domains. The other options are not valid virsh commands. Therefore, the
correct answer is A.

Question: 97

Which of the following is a benefit of virtualization?
A. Al of the above

B. Improved security

C. Decreased resource utilization

D. Simplified hardware management

Answer: D
Explanation:

One of the core benefits of virtualization is simplified hardware management. Virtualization abstracts physical hardware into

software-defined resources, making it easier to manage, allocate, migrate, and maintain systems.

Option Cis incorrect because virtualization increases, not decreases, resource utilization. Since one option is incorrect, “All of the
above” cannot be correct. While improved security is also a benefit, the most accurate single answer in this context is simplified
hardware management.



Therefore, the correct answer is D.

Question: 98

Which of the following commands are needed to establish a private network between two (or more) KVM virtual machines that
is not visible to other KVM instances on the same KVM host? (Choose THREE correct answers.)

A. ebtables

B. brctl



C. ipconfig

D. tunctl
E. ifconfig

Answer: B, D, E
Explanation:

To establish a private, isolated network between KVM virtual machines on the same host, Linux networking tools are used to
create and manage virtual network bridges and TAP interfaces. According to KVM and Linux virtualization documentation, the

core components required are brctl, tunctl, and ifconfig (or the modern ip command).

The brctl utility is used to create and manage Linux bridge interfaces, which act as virtual switches connecting multiple virtual
machines. tunctl is used to create TAP interfaces that allow virtual machines to connect to the bridge. ifconfig is used to bring

interfaces up and assign network parameters.

ebtables is not strictly required for creating a private network; it is used for filtering Ethernet frames. ipconfig is a Windows
networking command and is not applicable to Linux systems.

Therefore, the correct and documented answers are B, D, and E.

Question: 99
In the command vzctl 105 /usr/bin/apt-get install wget, which subcommand of vzctl is
missing in order to install wget in the OpenVZ container 105?

Answer: exec
Explanation:

In OpenVZ virtualization, the vzctl command is used to manage containers. According to OpenVZ documentation, the exec
subcommand is required to execute a command inside a running container.

The correct command syntax is:
vzctl exec 105 /usr/bin/apt-get install wget

The exec subcommand runs the specified command in the context of the container identified by its container ID (CTID), in this
case 105. Without exec, the command would not be executed inside the

container environment.



Therefore, the missing and correct subcommand is exec.

Question: 100

What is a container image?

A. Aphysical server

B. A lightweight virtual machine

C. Asnapshot of an application and its dependencies

D. An operating system kernel

Answer: C
Explanation:

A container image is a static, immutable package that contains an application along with all its required dependencies, libraries,
and configuration files. Containerization documentation defines a container image as a snapshot of an application and its

runtime environment, which can be instantiated as a running container.

Container images do not include a full operating system kernel; instead, containers share the host system’s kernel. This design

makes containers lightweight and fast to deploy compared to traditional virtual machines.

Therefore, the correct answer is C.

Question: 101

Which operating systems are compatible with cloud-init? (Select all that apply)

A. Windows
B. macOS
C. Linux
D. Android

Answer: C
Explanation:



Cloud-init is an initialization and configuration system designed primarily for Linux-based cloud instances. According to official
cloud-init documentation, it is supported on a wide range of Linux distributions, including Ubuntu, Red Hat Enterprise Linux,
CentOS, Debian, and SUSE.

Windows systems use a separate project called Cloudbase-Init, which is not cloud-init itself. macOS and Android do not
support cloud-init.

Therefore, the correct answer is C (Linux).

Question: 102

Which of the following tasks is performed by Vagrant?

A. It automates the installation of a virtual machine according to a configuration file describing the desired VM
B. It monitors the functionality of a virtual machine and restarts the VM in case of failure

C. Itisaprogramming interface used to create reports from collected performance data

D. Itisa hypervisor optimized for embedded ARM systems

m

It migrates virtual machines automatically between host systems

Answer: A
Explanation:

Vagrant is a tool designed to automate the creation and provisioning of development virtual machines using a declarative
configuration file called a Vagrantfile. According to virtualization documentation, Vagrant simplifies setting up reproducible

environments by automatically installing and configuring virtual machines based on this file.

Vagrant does not perform monitoring, reporting, hypervisor functions, or automatic VM migration. It integrates with providers
such as VirtualBox, KVM, and VMware but is not itself a hypervisor.

Therefore, the correct answer is A.

Question: 103

Which of the following statements are true of full virtualization? (Select THREE correct answers)
A. Full virtualization is faster than paravirtualization

B. Full virtualization requires no modification to the Guest OS kernel

C. Fullvirtualization works through CPU emulation

D. Fullvirtualization has superior I/0 performance through emulated device drivers



E. Full virtualization requires time and system resources for emulation

Answer: B, C, E
Explanation:

Full virtualization allows unmodified guest operating systems to run in virtual machines, making statement B correct. The
hypervisor presents a complete hardware abstraction to the guest OS.

Historically and conceptually, full virtualization relies on CPU emulation or hardware-assisted virtualization, making statement C

correct. Even with hardware extensions, some degree of emulation is involved.

Full virtualization also requires additional system resources and processing time to emulate hardware and manage

isolation, making statement E correct.

Statement A is incorrect because paravirtualization often offers better performance. Statement D is incorrect because emulated
I/0 devices generally perform worse than paravirtualized drivers.

Therefore, the correct answers are B, C, and E.

Question: 104

What is oVirt?
A. An extension to the Linux Kernel used to provide container virtualization similar to LXC and OpenVZ
B. Acomprehensive management infrastructure for Linux-based virtualization

C. An approach used to eliminate the need for virtualization called Zero-Virt



D. ALinux-based hypervisor similar to KVM and Xen

E. Alibrary that provides access to several different virtualization technologies in a common manner

Answer: B
Explanation:

oVirt is an open-source virtualization management platform that provides a comprehensive infrastructure for managing Linux-
based virtualization environments. According to official oVirt and Red Hat documentation, oVirt acts as a management layer on

top of KVM, offering centralized control over hosts, virtual machines, storage, and networking.

oVirtitself is not a hypervisor; instead, it relies on KVM as the underlying virtualization technology. It provides both a web-based
management interface and REST APIs, enabling administrators to manage large-scale virtualization deployments efficiently.
Features include VM lifecycle management, live migration, high availability, storage domain management, and integration with

directory services.

Option E describes libvirt, not oVirt. Options A, C, and D do not match oVirt’s documented purpose. Therefore, the correct
answer is B.

Question: 105

How does cloud-init enhance the customization of cloud instances?

A. It automatically configures all aspects of the cloud instance

B. It allows you to specify scripts and user data
C. Itintegrates with popular containerization tools
D. It provides a GUI for configuration
Answer: B
Explanation:

Cloud-init enhances cloud instance customization by allowing users to provide user data and scripts that are executed during the
first boot of an instance. According to cloud-init documentation, these scripts and configuration files enable tasks such as installing

packages, configuring services, setting hostnames, managing users, and injecting SSH keys.



Cloud-init does not automatically configure every aspect of an instance, nor does it provide a graphical interface. It also does not
directly integrate with containerization tools. Its strength lies in automation and repeatability, making instance initialization
consistent across environments.

Thus, the correct answer is B.

Question: 106

What are cloud management tools primarily used for?

A. Monitoring network traffic

B. Provisioning and managing virtual machines in the cloud
C. Managing physical servers

D. Creating containerized applications

Answer: B
Explanation:

Cloud management tools are primarily used to provision, manage, and control virtual machines and related resources in cloud
environments. According to cloud computing documentation, these tools provide capabilities such as VM lifecycle management,

resource allocation, scaling, policy enforcement, and automation via APIs.

While some tools include monitoring features, their main function is not network traffic analysis. They also do not focus on

managing bare-metal servers or creating containerized applications directly.

Therefore, the correct answer is B.

Question: 107

What is the typical format for cloud-init configuration files?

A xml
B. .json
C. .ini
D..yaml



Answer: D
Explanation:

Cloud-init configuration files are typically written in YAML (Yet Another Markup Language) format. Official cloud-init
documentation specifies that cloud-config files use YAML syntax, which is human- readable and well suited for

declarative configuration.

YAML files allow administrators to define users, packages, services, networking, and commands in a structured and consistent
way. While cloud-init can process shell scripts and MIME multipart data, YAML remains the standard and

recommended format.

Thus, the correct answer is D.

Question: 108

Which of the following KVM parameters is identical to the KVM parameter -hdb file.img?

A. -drive bus=idel,type=slave,image=file.img

w

-drive type=loop,src=file.img,dst=disk:hdb

o

-drive image=file.img,if=ide,device=hdb
D. -drive file=file.img,index=1,media=disk,if=ide

E. -drive bus=hd,busid=b,src=file.img

Answer: D
Explanation:

In QEMU/KVM, the legacy parameter -hdb file.img attaches a disk image as the primary IDE slave device. According to QEMU
documentation, this corresponds to an IDE device with index 1, media type disk, and interface IDE.

The modern equivalent using the -drive syntax is:
-drive file=file.img,index=1,media=disk,if=ide

Option D matches this mapping precisely. The other options use invalid or unsupported parameter combinations and do not
correctly represent the IDE device mapping.



Therefore, the correct answer is D.

Question: 109

Which of the following is true about LXC?

>

Itis only compatible with Windows

B. Itdoes not use the Linux kernel

C. Itisacontainer runtime
D. Itis primarily used for virtual machine management

Answer: C
Explanation:

LXC (Linux Containers) is a container runtime that uses Linux kernel features such as namespaces and cgroups to provide
lightweight, isolated environments. According to containerization documentation, LXC allows multiple Linux systems (containers)
to run on a single host while sharing the same kernel.

LXC is Linux-specific, uses the Linux kernel directly, and is not a virtual machine manager. Therefore, the correct answer is C.

Question: 110

Which virsh subcommand is used to change the CD-ROM image file attached to a virtual machine?

Answer: changemedia
Explanation:

In libvirt-based virtualization environments, the virsh change-media subcommand is used to change the media attached to
removable devices such as CD-ROM drives. According to libvirt documentation, this command allows administrators to insert or

eject ISO images from a running virtual machine without shutting it down.

This functionality is commonly used during operating system installations or software updates. The

change-media command supports both live and persistent changes depending on the options used.

Therefore, the correct and documented answer is change-media.



Question: 111

Which of the following network interface types are valid in an LXD container configuration? (Choose THREE)

A wif
B. ipsec
C. physical
D. bridged
E. macvlan
Answer: C,D, E
Explanation:

LXD supports several network interface types that define how containers connect to the host and external networks. According

to LXD documentation, valid interface types include physical, bridged, and macvlan.

A physical interface allows a container to be directly connected to a host network interface. A bridged interface connects the
container to a Linux bridge, enabling communication with other containers and external networks. Macvlan assigns a unique

MAC address to the container, making it appear as a separate device on the physical network.

Options wif and ipsec are not valid LXD network interface types. Therefore, the correct answers are C, D, and E.

Question: 112

What is Packer?
A. A container orchestration tool

B. Animage building tool

C. A configuration management tool

D. Avirtualization platform

Answer: B
Explanation:

Packer is an image automation and building tool developed by HashiCorp. According to virtualization and DevOps documentation,

Packer is used to create machine images for multiple platforms from a single configuration file.



Packer is not an orchestration platform, configuration management tool, or hypervisor. Its primary role is to ensure consistent,
repeatable, and automated image creation, making B the correct answer.

Question: 113
When using direct Linux booting to start Linux within a KVM virtual machine, which KVM parameter is used to specify
parameters for the Linux kernel?

(Specify ONLY the option name without any values or parameters.)

Answer: -append
Explanation:

When using direct kernel booting with KYM/QEMU, the -append option is used to pass kernel command-line parameters to the
Linux kernel. This allows administrators to specify boot-time options such as root filesystem location, console settings, or
debugging flags.

Official QEMU documentation lists -append as the correct parameter for kernel arguments, making this answer correct.

Question: 114
What is Docker Hub?

A. AlLinux distribution
B. A container image registry
C. A container orchestration platform

D. A container runtime

Answer: B
Explanation:

Docker Hub is a cloud-based container image registry used to store, manage, and distribute Docker container images. According
to container documentation, it hosts both official images and user- contributed images.

Docker Hub is not a Linux distribution, orchestration platform, or runtime. Therefore, the correct answer is B.



Question: 115

Which of the following restrictions is true when using KVM with User Networking?

A. Virtual machines can communicate with the host system and with other virtual machines using User Networking
B. Virtual machines can only communicate with other virtual machines but not with the host system

C. Virtual machines cannot use ICMP

D. Virtual machines are restricted to only use IPv6 and not IPv4

Answer: C
Explanation:

KVM User Networking (SLIRP) provides basic network connectivity without requiring root privileges or bridge configuration.
According to QEMU/KVM documentation, one key limitation is that ICMP (ping) is not supported.

User Networking allows outbound TCP/UDP connections but restricts inbound connections and ICMP traffic. Therefore, C is
the correct answer.

Question: 116

What is the primary advantage of container virtualization compared to traditional virtualization?

A. Lower resource utilization

B. Faster startup times
C. Greater hardware compatibility
D. Improved isolation between applications
Answer: B
Explanation:

The primary advantage of container virtualization is faster startup times. Containers share the host OS kernel and do not require

booting a full guest operating system, allowing them to start in seconds or milliseconds.

While containers also use fewer resources, the most commonly cited primary benefit in documentation is rapid startup and

scalability, making B the correct answer.

Question: 117

In order to determine if a virtualization host offers Intel VT-x support, which CPU flag must be searched for in the file



/proc/cpuinfo?

Answer: vmx
Explanation:

Intel VT-x is Intel’s hardware-assisted virtualization technology and is required to run hypervisors such as KVM efficiently. According
to Linux and KVM documentation, support for Intel VT-x can be verified by checking the CPU flags listed in the

/proc/cpuinfo file.

The specific flag that indicates Intel VT-x support is vmx. This flag appears in the flags section for each processor core if VT-x is
available and enabled in the system firmware (BIOS or UEFI). The presence of vmx confirms that the CPU supports hardware
virtualization extensions required by KVM.

If the flag is absent, virtualization may either be unsupported by the CPU or disabled in the firmware settings. For AMD
processors, a different flag (svm) is used.

Virtualization documentation consistently references the vmx flag as the authoritative indicator for

Intel VT-x support. Therefore, the correct and documented answer is vmx.

Question: 118

What is the primary purpose of Vagrant's “Vagrantfile” configuration file?

A. To define the virtual machine’s hardware requirements

B. To provide a list of available software packages
C. To specify the developer’s name and contact information
D. To specify cloud provider details
Answer: A
Explanation:

The Vagrantfile is the core configuration file used by Vagrant to define and control virtual machine environments. According to
Vagrant documentation, its primary purpose is to describe the virtual machine configuration, including hardware-related settings

such as memory size, CPU count, networking, synced folders, and provisioning instructions.

The Vagrantfile allows developers to declare VM characteristics in a reproducible and portable way, ensuring consistent
development environments across teams. While it can also reference providers and provisioning tools, its fundamental role is

defining how the virtual machine should be created and configured.



Options B and C are unrelated to Vagrant’s purpose, and option D is too narrow, as Vagrantfile usage is not limited to cloud
providers.

Therefore, the correct answer is A.

Question: 119

Which virtualization platforms can Vagrant be used with? (Select all that apply)

A. Docker
B. VMware
C. VirtualBox
D. Haws
Answer: A, B, C
Explanation:

Vagrant supports multiple providers, allowing it to work with different virtualization and container platforms. According to official
Vagrant documentation, supported providers include VirtualBox, VMware, and Docker.

VirtualBox is the default and most commonly used provider. VMware is supported through official plugins. Docker is also supported

as a provider, enabling lightweight container-based development environments.

Option D (“Haws”) is an apparent typographical error and does not correspond to a valid virtualization platform. While Vagrant
can integrate with AWS via community or third-party plugins, the option as written is invalid.

Therefore, the correct answers are A, B, and C.

Question: 120

Which sub-command of xl lists the block devices they are currently attached to a Xen guest domain?

Answer: block-list
Explanation:

In Xen virtualization, the x| toolstack provides commands to manage and inspect guest domains. According to Xen documentation,



the block-list sub-command is used to list all block devices currently attached to a specific Xen guest domain.

This command displays information such as virtual device names, backend devices, and access modes, allowing administrators to
verify disk attachments and troubleshoot storage-related issues. It is commonly used after attaching or detaching disks using block-
attach or block-detach.

Therefore, the correct and documented sub-command is block-list.

Question: 121

Which of the following components are essential in Docker architecture? (Select all that apply)
A. Docker Client

B. Docker Compose

C. Docker Daemon

D. Docker Registry

Answer: A, C, D

Explanation:

Docker architecture consists of several core components that enable container creation and management. According to Docker
documentation, the Docker Client, Docker Daemon, and Docker Registry are essential components.

The Docker Client is the user-facing command-line interface that sends commands to the daemon. The Docker Daemon
(dockerd) performs the heavy lifting, such as building images, running containers, and managing networks and storage. The

Docker Registry stores container images, enabling image distribution and reuse.

Docker Compose is an optional orchestration tool used to define and run multi-container applications, but it is not an
essential architectural component.

Therefore, the correct answers are A, C, and D.




